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Cover: The citation network of all available ECJ case law. The graph contains 14 327
nodes (decisions) with 107 473 edges (references to other cases). Case labels (CELEX
numbers) are sized proportionally to their indegree (number of citing cases). The entire
graph was rendered in Gephi. The nodes have been partitioned into 91 communities with
different colors using the Louvin method. The graph has been laid out using the Force
Atlas 2 algorithm.

This work is available under the CC BY 3.0 license, see
http://creativecommons.org/licenses/by/3.0/legalcode for details. It was created
using LATEX September 4, 2011



Abstract

The concept of relevance is central to both jurisprudence and information
retrieval. But what do we mean when we say that something is relevant? Is
there a difference between how relevance is understood in jurisprudence and
in information science? Which aspects that are unique to legal information
have effect on relevance? And can we use this to build better information
retrieval systems for legal information?

This thesis discusses the concept of relevance, both as it is used in general
and in legal contexts. It describes the retrieval models used in modern
information systems, and what notion these models have of relevance. By
examining the legal reasoning process, in particular the process of finding
legal information, it attempts to find a retrieval model and a function for
ranking that is adapted to legal information.

This function is implemented and evaluated against a traditional prob-
abilistic ranking algorithm. It is shown to perform substantially better for
all tested information need scenarios.



“Relevance is a human notion. How does one do anything neatly
and precisely and unambiguously with human notions?”1

“Science is what we understand well enough to explain to a com-
puter. Art is everything else we do.”2

1Tefko Saracevic: Relevance: A Review of the Literature and a Framework for Thinking
on the Notion in Information Science, in: Journal of the American Society for Information
Science 26 (1975), pp. 321–343, here p. 333.

2Donald Knuth, in the foreword to Marko Petkovsek/Herbert S. Wilf/Doron Zeilberger:
A = B, 1996
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Chapter 1

Introduction

1.1 Information retrieval systems

An information retrieval system (IR system) is a form of computer system
which stores and makes available information, typically in the form of dis-
crete documents.3 Together, this forms a document collection (or corpus).

As the name suggests, the point of using IR systems is to retrieve infor-
mation. In order to be useful, the system must not only be able to store a
collection of documents, but also to provide individual documents to an end
user. Since any interesting collection will contain far more documents than
is practical for the end user to read, it must be able to provide those docu-
ments that the user wants to read. This is not always easy, as the user may
not know which documents are wanted, or even if such documents exists at
all.

The user of an IR system uses it to satisfy a need for some information,
usually in order to perform some task. In the following, we use the term
information need for this. The IR system must provide some way for the
user to express that need. The main information retrieval paradigm in such
systems is to provide a search form where the user can enter some sort of
query, typically in the form of a few keywords, and then to return a result
set of documents that matches the query.

Other paradigms include faceted browsing interfaces where the user can
navigate through all available documents by restricting different facets of
documents (i.e. documents of a certain type, by a certain author, or pub-
lished a certain year), or by automatically constructing lists of related doc-
uments for a particular context.

Regardless of the paradigm used, at some point the user is presented with
a result set of documents intended to satisfy his/hers information need. This

3That is, documents having clearly defined boundaries, as opposed to a more general
database system, in which many small pieces of data can be combined and aggregated to
form dynamic documents or views that contains a subset of the entire database content.
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1.1: Information retrieval systems

list will by necessity be sorted or ranked by some specific criteria. Alphabetic
or chronological order are common ways of ranking result sets, but the most
interesting way is to order them by relevance.4 For large result sets (or large
document collections), relevance ranking may be essential in order to make
the system user friendly enough to be satisfactory.5

This kind of ranking requires a model of how to estimate relevance.6 Such
an algorithmic relevance model contains rules for what constitutes relevance
in the relationship between information and a need for information, and how
to measure aspects of this relevance, such as its strength or probability.

The perfect relevance model should be able to select exactly those doc-
uments that the user needs to read in order to satisfy the information need,
while not selecting any documents that do not contribute to this satisfaction.
Unfortunately, no relevance model can be perfect in practice. One indica-
tion of this is that that even experts disagree on what is or isn’t relevant.7

This makes it impossible to construct the definitive, objectively correct, list
of documents that are relevant for a certain information need. Any such list
(often called a gold standard) will to some extent bear traces of one or more
relevance judges’ opinions.

The fact that experts disagree on whether a particular piece of informa-
tion is relevant for a particular information need suggests that relevance is
a subjective notion. If relevance truly is subjective, it spells trouble for any
attempt to build an algorithmic relevance model. Such a model contains, as
previously stated, rules for what constitutes relevance. These rules are gen-
eral and are applied equally for all users. If user A expresses a information
need in the same way as user B, an IR system has no choice but to create
the same list of presumably relevant documents in the same order. An IR
system cannot deal with a subjective notion of relevance.8

However, the concept of relevance can be interpreted in many ways. Not

4There are scenarios where ranking in general and relevance models in particular is not
needed. The most common is when the user seeks a specific document and knows some
identifying property of it, such as the case number for a legal case. These scenarios are
not considered in this thesis, but are generally solved by functions known as exact match
or identity functions. See further sec. 3.1.1.

5Graham Greenleaf: Jon Bing and the History of Computerised Legal Research - Some
Missing Links, in: Et tilbakeblikk p̊a fremtiden, Oslo 2004, p. 64.

6Less obviously, it requires a model of how to express the user’s information needs, i.e.
in the form of a query

7See e.g. Jon Bing/Trygve Harvold: Legal Decisions and Information Systems, Oslo
1977, p. 40 or Daniel P. Dabney: The Curse of Thamus: An analysis of Full-Text Legal
Document Retrieval, in: Law Library Journal 78.5 (1986), pp. 5–40, here p. 15. See also
Cuadra and Katter (1967) for research about factors that cause disagreement between
judges of relevance

8Actually, this is a simplification – techniques like manual query expansion, relevance
feedback, click-tracking and background collection of information about the user (such as
the location of the user) can be used to inform the system of the users preferences, and so
inject subjective knowledge into the ranking process. But these techniques merely change
the weighting of terms and parameters, they do not replace the relevance model as such.
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1.2: Legal information, norms and meta-norms

all of these interpretations are subjective. 9 At least sometimes, relevance
is not in the eye of the beholder.10

There are a number of standard models of relevance in use in IR today.
These models are general in that they are not dependent on any particu-
lar kinds of documents. Instead, they are based on general properties of
documents and collections, such as how frequently a given term occurs in a
document as compared to the document collection as a whole. 11

1.2 Legal information, norms and meta-norms

IR systems have been used for legal research since their inception.12 This
is not surprising, given that law might be the most information intensive
professional occupation there is.13

All IR systems have some form of boundary for what information it
stores and makes available. For some systems this boundary is very wide,
incorporating a great number of documents (such as the boundary “all doc-
uments that can be found on the open web” used by web search engines),
for some it incorporates only a few selected texts. A common boundary for
IR systems that stores and makes available information intended for legal
research (which we, from now on, will call a legal IR system)14 is “docu-
ments that can be used to find out what the law is” (most often with the
qualifier “in a particular jurisdiction or set of jurisdictions”, as few legal IR
systems cover documents from all the worlds jurisdictions).

These documents generally encompass statutes and other generally bind-
ing legislation, case law that are considered to have precedence, preparatory
works for enacted legislation and jurisprudential literature such as treatises
and law review articles. We call the contents of these documents legal infor-
mation, and the sources for such information legal sources. We call the rules
or norms that can be found by interpreting this legal information substantive
norms.15

9Particularly, the rule of law requires that legal decisions are not subjective. See further
1.3

10In chapter 2, we will explore the notion of relevance from different aspects.
11These are described in detail in 3.1.1
12Some of the earliest initiatives, dating back to the late 1950’s, have been described in

Jon Bing: Handbook of Legal Information Retrieval, Oslo 1984, p. 61
13Richard E. Susskind: The future of law : facing the challenges of information tech-

nology, Oxford 1998, p. 79 See also K. Tamsin Maxwell/Burkhart Schaefer: Concept and
Context in Legal Information Retrieval, in: Legal Knowledge and Information Systems
- Jurix 2008: The Twenty-First Annual Conference, 2008, who state “There is possibly
more textual data for law than any other domain”.

14A synonym for Legal IR often used is the term “Computer Aided Legal Research”
(CALR), but as this thesis is more concerned with the efficient retrieval of information
rather than the larger process of research, the term CALR system will not be used.

15c.f. Peter Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelli-
gaence and Law, Deventer-Boston / Stockholm 1992, p. 173, “The doctrine of legal sources
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1.2: Legal information, norms and meta-norms

There are many kinds of information that relate to law and substantive
norms that do not qualify as legal information. For example, a newspaper
editorial which describes problems with existing statutory law, and which
contains suggestions for changing it, is not generally considered legal infor-
mation. But if the exact same problem description and suggestion for change
is included in a preparatory work, it might be classified as legal information.
The key difference is that legal information has authority in that it affects
the content and/or the interpretation of the law.

The way authority works in the practice of law means that legal infor-
mation is used slightly different than information in other fields. A statute
is not merely a description of what the law is16 – it constitutes the law.17

The authority of texts can often be traced through references or cita-
tions. The status of a text can be altered through events occurring after the
production of it. One obvious example is that the content of a statute can be
modified by another, more recent statute. When a new statute amends an
older statute, it does so by explicitly referencing the older statute and stat-
ing the changes that the amendment entails. Similarly, a legal rule which
first is formulated in one legal case can be made more precise, stronger,
weaker or even abolished through later events, both by statutory law and
later legal cases.18 When a subsequent legal case uses a legal rule formulated
in an earlier legal case, it usually cites the earlier case.19

Citations between different types of text generally flow in a single direc-
tion (i.e. a legal case may cite a statute, but a statute never cites a legal
case). In most cases, citations also follow a temporal flow (i.e. a newer
document can cite an older document, but not the other way round).

Over time, these citations create a citation network between different
documents (or parts of documents). This is an important characteristic of
legal information that can reveal much about how it is used by different
actors in legal processes. Similar networks can be found in other types of
information, such as scientific publishing20 and the general web.21

Legal information is just text. The law is really based on norms, evi-
dence of which can be found in such text. The task of finding out the law is

is basically a theory about substantive law”
16Here the difference between the textual expression of a legal norm that can be found

in a statute and that legal norm itself is disregarded, but see 3.2.3 for more about this
distinction.

17Howard Turtle: Text Retrieval in the Legal World, in: Artificial Intelligence and Law
3 (1995), pp. 5–54, here p. 7.

18To what extent earlier case law can be modified by later case law is affected by whether
the legal tradition in question adheres to the stare decisis doctrine.

19For very established legal rules, it is less common for such cites to be explicit as the
rule, over time, is considered to be a general principle of and not particularly tied to the
first case. This process is similar to the phenomenon “obliteration through incorporation”,
further described at page 30.

20Such citation networks is studied in the field of bibliometrics. See 2.3.2.
21Link analysis algorithms have been a field of research for around 15 years, see 3.1.2

9



1.3: Motivation

essentially the task of finding out what legal norm(s) exists that are appli-
cable to the facts of the case. Extracting norms from text is a central part
of the legal reasoning process.22

Jurisprudence, the philosophy of law, includes norms about how law
is practiced. This includes norms about how the law may and must be
interpreted in different circumstances, but also about what constitutes the
law – from which documents knowledge about the law may be sought. These
norms are not formally specified e.g. in the form of statutes. We call this
type of norms meta-norms.23

Meta-norms that determine which documents that can be considered le-
gal information are sometimes referred (i.e. which sources are legal sources)
to as the doctrine of legal sources. The doctrine of legal sources varies be-
tween different legal traditions and can be used to select which information
should be included in legal information systems.24

If a particular document is not of a type that a court (or an arbitrator,
or any other legal decision-maker) may consider when attempting to find
out what the law is, it cannot be legally relevant. If it is, it may be relevant,
but this is in itself only a neccesary condition for relevance, not a sufficient
condition for the same.25 The doctrine of legal sources thus acts as a filter
for what constitutes legal information.26 There are also other meta-norms
for e.g. determining the relative importance of different norms in the event
that they conflict.27

These meta-norms affect the legal relevance of legal information. By an-
alyzing them, jurisprudence-based model of relevance can be formulated.28

From this model, a relevance ranking algorithm can be constructed. A
search engine that uses this algorithm can perform better than one based
on traditional, general, models of relevance. The question of what “bet-
ter” means in this context is the central theme of this thesis. A tentative
definition, perhaps somewhat circular, is “more aligned with jurisprudential
meta-norms concerning the doctrine of legal sources and conflict of norms”.

1.3 Motivation

Why is relevance, and particularly ranking of search results by relevance,
important? The practice of law seems to be in a perpetual state of informa-

22Further explained in 3.2.3
23Bing: Handbook of Legal Information Retrieval (see n. 12), p. 10.
24Peter Wahlgren: Law and Information Technology - Swedish Views, in: 2002, chap. The

Quest for Law. Legal Sources via IT, p. 210.
25This is a reformulation of Bing’s definition of legal relevance, further described in

2.4.3.
26Or, in the mathematical sense of the word, a predicate, i.e. a function that determines

if a particular element is part of a set.
27See further sec. 2.4.1
28This is done in 2.4
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1.3: Motivation

tion overload.29 In particular, the law of all member states in the European
Union consists of two, sometimes radically different, often conflicting, sets
of norms – national law and community law.

The rule of law requires that laws must be, amongst other things, pub-
lically declared and that its application is predictable. In order to have a
predictable application of law, all practitioners must have access to the same
set of documents that contain knowledge about the law, and they must be
able to read and comprehend those documents that affect the question at
hand. To invoke Ronald Dworkin’s Hercules metaphor, predictable applica-
tion of the law in all cases, including the so-called “hard cases”,30 require
that judges (or other applicators of law) be as omniscient as Hercules the
judge.31 Not very many human judges can match the cognitive capacity of
Hercules.32 The result is unpredictable application of the law. Therefore
it can be argued that improving legal information systems is worthwhile in
order to ensure the rule of law.33

Furthermore, the rule of law requires that the application of law, and thus
reasoning based on legal information, be predictable. Therefore, relevance
in a legal context cannot be any more subjective than a judge can, or else
the rule of law is not upheld.34

Traditional legal information retrieval is based on full text retrieval.35

This model of retrieval (further explained in 3.1) is known to have problems,
especially for typical law research scenarios where recall is more important

29See e.g. Louis O. Kelso: Does The Law Need a Technological Revolution?, in: Rocky
Mountain Law Review 18 (1946), pp. 378–392, here p. 378, or Bing’s description of the
1970’s “information crisis of the law” in Jon Bing: The Policies Of Legal Information
Services: A Perspective Of Three Decades, in: Lee Bygrave (ed.): Yulex 2003, Oslo 2003,
pp. 37–58

30A “hard case” can be characterized as a legal question for which there is no deter-
minable rule. Raymond Wacks: Philosophy of Law - A Very Shor Introduction, Oxford
2006, p. 42

31For more on the metaphor of Hercules, see Ronald Dworkin: Taking rights seriously,
1977, p. 105

32Over half a century ago, Kelso wrote “[T]he absurdity of the presumption that [judges]
know the law, that is, that they have surveyed and have become informed on all legal data
bearing on the point at hand, increases by the hour”. Kelso: Does The Law Need a
Technological Revolution? (See n. 29), p. 380

33The concept of “the rule of law” can be characterized as a ideological set of values
regarding the role and responsibilities of law in society. Eckhoff has described it through
the five elements “predictability, fair and just process, objectivity in application of norms
and discretion, the principle of equality and democratic control”. See Bing/Harvold: Legal
Decisions and Information Systems (see n. 7), pp. 225

34Bing: Handbook of Legal Information Retrieval (see n. 12), p. 198: “In legal decision-
making, as in other formal situations, it is therefore not appropriate to regard relevance
as entirely subjective”.

35Christine Kirchberger: Paper and stone: How technology has not changed the retrieval
of legal information, yet, in: Proceedings of the BILETA 2007 Annual Conference, 2007,
p. 3.
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1.3: Motivation

than precision, and the corpus is very large.36 This model often yields poor
recall since it’s based on the assumption that users are able to foresee what
words and phrases will be used in useful documents.37 25 years of further
research in advanced weighting techniques and document vector distances
hasn’t changed the simple fact that there usually is not enough information
in the free text query itself to construct useful results from.38

The main problem with full text retrieval is that it is hard to guess
what kinds of words may be present in those documents that the user may
find relevant. The user of a legal information system is typically interested
in concepts, not words.39 If the user is looking for cases concerning the
legality of videocassette recorders (VCRs) and uses the term “VCR” as a
search query, he/she will miss documents that uses other terms for the same
thing.40 Ways around this problem include automatic query expansion or
conceptor-based strategies.41

These methods to increase the number of search results have their own
drawbacks. Instead of missing relevant documents we get too many non-
relevant documents. We experience information overload when it gets im-
practical to examine large amounts of documents in order to find the few
ones with actual relevance.

There exists alternatives, such as systems based on knowledge engineer-
ing or case-based reasoning techniques, but these require either manual or
automatic indexing. Indexing covers activities such as tagging or classify-
ing texts (or parts thereof) so that the meaning of the text (or a restricted
subset thereof) is available in a machine-readable way.42

Manual indexing (also known as “intellectual indexing”) is too expensive
to be practical for large document collections, particularly since the process
can yield inconsistent results as two different human indexers may classify
the same document differently, or the same indexer may classify the same
document differently at different points in time.43

36The terms “recall” and “precision” are defined in 3.1.3.
37David C. Blair/M. E. Maron: An Evaluation of Retrieval Effectiveness for a Full-text

Document Retrieval System, in: Communications of the ACM 28.3 (Mar. 1985), pp. 289–
299, here p. 295.

38Trygve Harvold: Is searching the best way to retrieve legal documents?, in: Lov &
Data 98 (2009), pp. 22–26.

39Marie-Francine Moens: Innovative techniques for legal text retrieval, in: Artificial In-
telligence and Law 9 (2001), pp. 29–57, here p. 29.

40The well-known Sony v Universal case (464 U.S. 417), which established that manu-
facturers of such devices could not be held liable for contributory copyright infringement,
does not use this term but instead the older “video tape recorder”. This problem is de-
scribed in detail in Daniel E. Rose/Richard K. Belew: A connectionist and symbolic hybrid
for improving legal research, in: International Journal of Man-Machine Studies 35 (1991),
pp. 1–33, here p. 6.

41Conceptors are described in sec. 3.1.1
42Moens: Innovative techniques for legal text retrieval (see n. 39), pp. 35.
43Blair/Maron: An Evaluation of Retrieval Effectiveness for a Full-text Document Re-
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Automatic indexing require natural language processing44 and, depend-
ing on which semantic fidelity one needs, automated reasoning, which is a
very hard problem to solve in a general manner. Furthermore, attempts to
augment the authentic text of legal sources with semantic metadata intro-
duce an interpretation of the legal sources, which gets hidden in the system
unbeknownst to the user, even if the users’ interpretation may differ from
the systems.

A middle road between traditional full text retrieval and knowledge
engineering-based retrieval is to use such metadata that are part of the
document corpus, yet not part of the authentic text. One such example is
the structure of documents included in the corpus. By taking advantage of
such divisions into different fields that typically occur in legal information,
it is possible to create queries (and interfaces for querying) that result in
higher precision searches. 45

Another example is citation analysis. Extracting citations between cases
is a relatively simple process, and they can be a useful indicator of relative
importance. Determining the exact semantic implications of what these
citations mean is decidedly more difficult, though.

1.4 Hypotheses

This thesis presents a relevance ranking system that is specific for legal doc-
uments, in that its relevance model is based on legal norms. The purpose of
designing a ranking system specific to the domain of law is to create more
efficient legal IR systems. Efficient in this context means better at facili-
tating the communication between the user (typically a legal professional
with a specific problem at hand, but may also be an intermediary such as
a paralegal or a legal librarian) and the system. The concept of IR system
interaction as a communication process is further explored in 2.1.

As part of the thesis, a basic IR system has been implemented, containing
the case history of the European Court of Justice (ECJ) as the document
collection and using the text of the Treaty of the Functioning of the European
Union (TFEU) as base for the queries.

Three hypotheses are proposed. The system is evaluated to test the third
and final of these.

1. The legal method used by legal professionals contains norms for deter-
mining the relevance of a legal document with respect to a particular

trieval System (see n. 37), p. 290.
44Natural language processing (NLP) is a set of techniques to automatically detect

semantic information from written text. See e.g. Daniel Jurafsky/James H. Martin:
Speech and language processingn, 2nd ed., 2008

45See e.g. Cecilia Magnusson Sjöberg: Critical Factors in Legal Document Management,
Stockholm 1998, ch. 12
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1.6: Method description

legal problem. These norms are, for the most part, meta-norms rather
than substantive norms. This hypothesis is handled in chapter 2, “The
concept of relevance”, particularly 2.4.

2. These relevance-determining rules can be approximately described in
a formal fashion as a ranking function. This hypothesis is handled in
chapter 3, “Information retrieval”, particularly 3.3.

3. A legal IR system will have better relevance ranking when using such
a specific function than when using standard relevance functions. This
hypothesis is evaluated in chapter 5, “A prototype of a legal relevance
function”.

1.5 Method description

The subject matter of this thesis is how legal information is used in the legal
reasoning process. In this aspect, the thesis uses traditional jurisprudence
method.46 The concept of relevance is examined from a number of different
views (not all of them based in legal theory), and an attempt is made to
compile these views, hopefully adding some insight in the process. This
method is most pronounced in chapter 2 but also to some extent in chapter
4.

But the thesis also attempts to find measurable aspects of relevance,
such that a ranking system can be constructed from them. It proposes a
falsifiable hypothesis and attempts to carry out an examination yielding
measurable results. These results either falsify or corroborate the hypothe-
sis. In using methods from the natural sciences, but in a legal context, the
thesis uses the jurimetrical method. Jurimetrics is concerned with the use
of scientific methodology when analyzing legal problems.47 This method is
most pronounced in chapter 5, but the hypothesis proposed is constructed
from what is learned in chapter 3.

1.6 Structure of this thesis

In order to design a jurisprudential relevance ranking system, one must
attempt to answer the question “What makes something legally relevant?”.
Chapter 2 deals with general theories of relevance, the notion of relevance
in information retrieval and the relationship between legal relevance and the
legal method.

46This is not as easy to define as legal method in general. An introduction to these
difficulties can be found in J.E. Penner: Textbook on Jurisprudence, 4th ed., Oxford 2008,
pp. 8

47Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and
Law (see n. 15), pp. 119.
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1.6: Structure of this thesis

As one of the goals of the thesis is to design and implement an ac-
tual working information retrieval system, Chapter 3 introduces the field
of information retrieval in general, particular issues for legal IR systems,
and examines a number of different models for determining relevance in IR
systems. It ends with a tentative definition of a jurisprudential relevance
ranking function.

The second, shorter, part of the thesis concerns this relevance function.
Chapter 4 describes previous work by examining the history and current
state of the art concerning relevance ranking in legal IR systems. Chapter
5 describes the implementation and evaluation of a prototype IR system
using the proposed relevance function. Chapter 6 concludes the study and
suggests future work.

The second part is complemented by the actual system prototype and
two appendixes. The first appendix describes technical aspects of the pro-
totype system including information for acquiring, running and extending
it. The second appendix lists the set of gold standard relevance judgments
used for evaluating the performance of the system.
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Part I

Relevance and retrieval
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Chapter 2

The concept of relevance

2.1 The relevance of relevance

The purpose of this chapter is to explore the concept of relevance, both
in general as studied in information science, and in a jurisprudential con-
text. Common to both these fields are that they are both highly theoret-
ical.48 Information retrieval-based studies of relevance, which tend to be
more practical, will be examined in the next chapter.

But before we start to think about what relevance is, it can be useful
to think about why relevance is interesting or useful – in other words, why
relevance, in the context of legal information systems, may be relevant.

A key aspect of the concept of relevance is that everyone has an intuitive
understanding of what it means.49 In particular, it’s often easy for a person
to determine if a particular document is relevant to a particular problem, at
least if the person is knowledgeable in the particular field that the document
and the problem belong to. But precisely because everyone has an intuitive
understanding of what “relevant” means, it is often difficult to explain why
the person comes to the conclusion that a document is relevant. The in-
tuitiveness of the concept masks the fact that it can be used in different
meanings. This problem is made worse by the fact that two people, with
similar background knowledge in the field, may come to different conclu-
sions as to the relevance of the particular document. Unless we have a good
understanding of what we can mean by relevance, and the different aspects
that make up the concept, we will not be able to explain differences in rel-
evance judgments. If we lack tools to explain the concept of relevance, we
will not be able to study the concept of relevance in a scientific way.

Scientific method involves hypothesizing about the nature of the subject

48Note that legal substantive norms regarding relevance, e.g. rules of evidence, are fairly
practical, but these will not be handled in depth.

49Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science (see n. 1), p. 324.
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2.2: The many faces of relevance

to be researched in such a way that these hypotheses can be formulated
into falsifiable propositions. It must be possible to test a hypothesis, and
furthermore it must be possible to prove the hypothesis wrong (thereby
falsifying it). When relevance is defined in a subjective, user-dependent
way (which it often is), this becomes very problematic. Some proposed
hypotheses of relevance are not testable.50

However, when a hypothesis of relevance is interpreted, the result may
be possible to express in a computer program and used in an information re-
trieval system. Such interpretations of relevance underlie every information
retrieval system.51

2.2 The many faces of relevance

So how do we go about explaining relevance? One way might be to examine
a couple of definitions that have been suggested, and start from those.

Different academic disciplines have examined relevance from different
perspectives, but two closely related disciplines that have devoted particular
attention to the concept is information science and information retrieval.

The definitions we will examine come from the field of Information sci-
ence. This field is concerned with the scientific study of behavior and effects
of information as a phenomenon.52 It has roots in examining scientific com-
munication, i.e. peer-reviewed publishing of articles in journals, which then
are subject to both critique and refinement by a network of scientists. Sci-
ence is constructed part by part, in fragments, not by complete treaties.
This process enables science to grow at a relatively quicker pace than the
rest of scholarship (including jurisprudence).53 In order to be effective, this
scientific communication must deal with relevant information.

2.2.1 Topicality

An early definition of relevance was suggested by Vickery in 1959. The
definition was for the purpose of structuring a system for retrieving hardcopy
documents using card based indexes, and is as follows:

“We can now state what is meant by items “relevant” to a
particular sought subject. The limits of relevance can be varied
at the discretion of the designer of the retrieval system. The
system can be made to retrieve items recorded for the subject
sought, and, in addition, items recorded for subjects (1) which

50Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science (see n. 1), p. 328.

51Ibid., p. 321.
52Ibid., p. 323.
53Ibid., p. 323.
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2.2: The many faces of relevance

include the subject sought, (2) which are included by the subject
sought, and (3) which are coordinate with the subject sought.”54

The definition is based on a view of relevance as a relationship between
subjects and documents that are classified as being about those subjects.
This view is focused around subjects or topics, and assumes that there exists
a number (possibly infinite) of topics, and that every document, as well as
every information need, can be described as belonging to one or more topics.

On closer examination this definition does not answer the most puzzling
part of relevance, i.e. what makes a particular item (i.e. document) rele-
vant to a particular sought subject (or information need). The definition
assumes that there exists a hierarchical system of terms and subjects called
an information lattice (what nowadays would be called a taxonomy), that
all documents already have been classified using one or more subjects from
this taxonomy, and that information needs correspond exactly to this tax-
onomy. Given all that, the definition only offers a way of expanding the list
of immediately relevant documents (those directly classified as the subject
sought) to those that either deal with more general or more specific subjects.

This view would later be known as topical relevance or topicality. This
view generally assumes that relevance is an objective property, i.e. whether
a document is relevant to an information need is not a question of different
(subjective) opinions.55 A relevance relation is not dependent on any par-
ticular user, background knowledge, goals, motivation etc. All that matters
are subjects encoded into documents and information needs, that is, prop-
erties of the IR system. This school of thinking can be characterized as a
system oriented view.

2.2.2 Implicit use orientation

A few years later, an influential study by Cuadra and Katter examined the
process of judging relevance through empirical tests.56

“In this task, judges considered separately each possible pair-
ing between the nine abstracts and the eight requirement state-
ments (seventy-two pairs). For each pair they rated the overall

54B.C. Vickery: The Structure of Information Retrieval Systems, in: Proceedings of the
International Conference on Scientific Information, 1959, p. 1277.

55However, it would not be correct to equate topical relevance with objective relevance.
See e.g. Bing: Handbook of Legal Information Retrieval (see n. 12), p. 199 about the
nature of “content relevance”, a different term for topical relevance.

56A note on the usage of “influential”: As a concept, this is as multidimensional as
relevance. In the context of this thesis, I use it to describe a work or a line of thought that
others have repeatedly referenced, extended or even criticized. Clues for the existance of
influence can often be found in the list of references (citations) in later works – in many
ways influence works similarly to relevance.
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degree of relevance of each requirement statement to the docu-
ment from which the abstract was drawn. Each rating was made
on a nine-point category scale varying from Absolutely No Rele-
vance to Absolutely Maximum Relevance. Relevance was defined
for the judges as ’how good an answer the journal article would
be to the requirement statement”’.57

The study is a good representative of a user oriented view. As part of the
instruction to judges, they were asked to evaluate relevance as an agent for
a user who had a particular task to perform. Such tasks included searching
for precise definitions of terminology, or compiling an exhaustive biography
for a particular subject. Even though the documents and the information
needs (i.e. the requirement statements) were identical, the purpose for which
the end user was going to use the document (the implicit use orientation)
affected the relevance judgments.58

The system oriented view of relevance starts with the retrieval system
and models relevance in terms of what the system can be made to do. The
user oriented view starts with the user and examines the different, some-
times incompatible, ideas of what relevance means for the user. Between
these starting points there is a fundamental difference. This split between
system oriented views and user oriented views have persisted to this day,
although efforts have been made to bridge the gap through integrative rele-
vance models.59

(It should be noted that Vickery at the time of publication for the paper
described in the previous section also published a different paper about
how to actually create the taxonomy in such a way that it corresponds to
the actual needs of the user, given a particular set of documents.60 This is
another example of a user oriented view.)

2.2.3 Multidimensionality

At the same time as the Cuadra and Katter study, Rees and Schultz did
a similar study of what variables that affect relevance judgments.61 As a

57Carlos A. Cuadra/Robert V. Katter: Opening the black box of ’Relevance’, in: Journal
of documentation 23.4 (1967), pp. 291–303, here p. 296.

58One could argue that the implicit use orientation is part of the information need. The
important thing is that the topical relevance view, together with other system oriented
views, does not allow for defining information needs using such subjective aspects

59Tefko Saracevic: Relevance: A Review of the Literature and a Framework for Thinking
on the Notion in Information Science. Part II, in: Advances In Librarianship 30 (2006),
pp. 3–71, here pp. 24.

60B.C. Vickery: Subject Analysis for Information Retrieval, in: Proceedings of the In-
ternational Conference on Scientific Information, 1959.

61Rees/Schultz: A field experimental approach to the study of relevance assessments in
relation to document searching, I: Final report, 1967, cited in Linda Schamber/Michael
B. Eisenberg/Michael S. Nilan: A Re-Examination Of Relevance: Toward A Dynamic,
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starting point, they used the following for a definition of relevance:

“A relation between system responses and user request es-
tablished by a judgment made by the user or his delegate.”62

While not only the user request but also a user judgment is present in this
definition, and thus the definition is not strictly a result of a system-oriented
view, the interesting part of this definition was that Rees and Schultz also
defined usefulness as the relationship between the information, the user’s
information need and also the individual characteristics of the user. In
Rees and Schultz model, relevance and utility are separate, but partially
overlapping concepts.63 In this, Rees and Schultz went further in defining
relevance as a multidimensional concept, encompassing both system-oriented
and user-oriented views.

With this understanding, Rees and Schultz then proceeded to map out
different variables – over 40 in all – that affected relevance judgments. These
included properties both relating to the judge (i.e. education level or re-
search experience), the documents (i.e. characteristics of the document set
and document representations) as well as the judgment environment (i.e.
research stage). Particularly the latter variables are reminiscent of implicit
use orientation as defined by Cuadra and Katter.

2.2.4 Logical relevance

While Cuadra and Katter incorporated sociological and psychological el-
ements, examining how the implicit use orientation affected human judg-
ments, another early and influential paper by Cooper took a more mathe-
matical approach to defining relevance.64 The definition is based on a hy-
pothetical information retrieval system capable of inference, i.e. not only
storing and retrieving information but also using it for reasoning. The sys-
tem described deals with fact retrieval, not document retrieval, in which
searching is the same as deducing answers. As such, the approach is closer
to expert systems than what we today mean by information retrieval sys-
tems.65 Its definition of relevance is:

Situational Definition, in: Information Processing & Management 26.6 (1990), pp. 755–
776

62Rees/Schultz: A field experimental approach to the study of relevance assessments in
relation to document searching, I: Final report (see n. 61), pp. 17–18, cited in Scham-
ber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dynamic, Situational
Definition (see n. 61), p. 763

63Ibid., p. 759.
64W. S. Cooper: A definition of relevance for information retrieval, in: Information

Storage Retrieval 7 (1971), pp. 19–37.
65Expert systems are further described in 4.2
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“A stored sentence is logically relevant to (a representation
of) an information need if and only if it is a member of some min-
imal premiss set of stored sentences for some component state-
ment of that need.”66

The definition is built upon earlier definitions in the paper. In particular,
“minimal premiss set” is defined the smallest possible set of facts that yield,
as a logical consequence of these facts, the answer to the search question.
“Component statement” refers to the pair of questions used by the system for
transforming queries into questions that the system can answer, i.e. “Is p a
logical consequence of the stored data?” and “Is not-p a logical consequence
of the stored data”.

(Note that if none of these questions can be affirmatively answered, the
end result is uncertainty, which conceptually is different from the similar
no-results-case in traditional IR, i.e. “No documents found”.)

The user’s actual information need is a psychological state that is not
directly visible, and as such cannot be input to a system. This definition
requires that it is possible to represent this state in a form that can be used
as input. It also requires that the meaning of all information in the system
can be precisely and unambiguously defined, i.e. that the system is fully
inferential. While this definition is a extreme example of a system-oriented
view, Cooper maintains that this basic definition can be adapted to non-
inferential systems by taking into account subjective properties of the user
(i.e. background knowledge), and from a purely deductive system (where
every fact in the system is either fully relevant for a particular question or
not relevant at all) to a system built on plausible (or probabilistic) reasoning.

It is also noteworthy that Cooper, similar to Rees and Schultz, intro-
duced a term to cover non-system oriented manifestations of relevance.
Cooper calls this utility, and defines it as “the ultimate usefulness of the
piece of information to the user”.67

2.2.5 A relevance framework

The history of relevance research is generally divided into three periods:
Before 1958, 1959 – 1976, and 1977 – present.68

The middle of these periods start with Vickerys influential papers cited
above. It ends with a similarly influential article by Saracevic, which summa-
rizes the then-contemporary views of relevance within a cohesive conceptual
framework. In the article, a meta-definition of relevance is described:

66Cooper: A definition of relevance for information retrieval (see n. 64), p. 24.
67Ibid., p. 20.
68Stefano Mizzaro: Relevance: The Whole History, in: Journal of the American Society

for Information Science 48.9 (Sept. 1997), pp. 810–832, here p. 813.
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“Relevance is the (A) gage of relevance of a (B) aspect of
relevance existing between a (C) object being judged and (D)
frame of reference as determined by an (E) assessor.”69

It is centered around a number of views, where each view is concerned
with some aspects of relevance. In particular, they consider a specific re-
lation between an object being judged and a frame of reference, i.e. the
subject knowledge view considers the relation between knowledge of a sub-
ject and a question about the subject, while the pragmatic view considers
the relation between the problem at hand and the provided information.
None of the views are complete, by definition.

This framework for examining relevance was later named “the commu-
nication framework”.70 Saracevic states that relevance is about increasing
the effectiveness of communication. The value of examining relevance in
information retrieval systems lies in the opportunity to make those systems
more efficient. Efficient, in this context, is not about processing queries and
returning results faster, but rather better at facilitating the communication
between the user and the system. The need for more efficiency increases as
the complexity of the world and our information about it increases.71

2.3 Relevance, examined

Information science is not the only academic discipline to examine relevance.
Theories about the nature of relevance existed in logic and philosophy long
before the advent of information science. Even after the co-dependent rise
of information science and information retrieval, the field of pragmatics (a
subfield of linguistics) established a theory of relevance as part of decoding
meaning in human communication.72

However, information science as such has not formed an established the-
ory of relevance. There have been attempts to adapt theories from all of
the other three fields to the problems of information science, but none have
been successful.73

69Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on the
Notion in Information Science (see n. 1), p. 328, descriptive labels adapted from Scham-
ber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dynamic, Situational
Definition (see n. 61), p. 761

70Tefko Saracevic: Relevance reconsidered, in: Information science: Integration in per-
spectives. Proceedings of the Second Conference on Conceptions of Library and Informa-
tion Science (CoLIS 2), 1996, pp. 201–218, here p. 6.

71Idem: Relevance: A Review of the Literature and a Framework for Thinking on the
Notion in Information Science (see n. 1), p. 321.

72See e.g. Deirdre Wilson/Dan Sperber: Blackwell’s Handbook of Pragmatics, in: 2004,
chap. Relevance Theory, pp. 607–632

73Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science. Part II (see n. 59), p. 20.
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This does not mean that information science has failed as an academic
field in regard to relevance. On the contrary, several different relevance
models have been proposed, and a large number of manifestations, behavior
and effects of relevance have been identified. There exists a large body of
literature concerning all kinds of concepts associated with relevance.

Unfortunately, the nomenclature, or the terms for those concepts, is
not universally agreed upon.74 One authors’ “pertinence” may be another
authors’ “utility”, and drawing the line between a manifestation of relevance
and a model of relevance is not always easy. For the overview of the field in
this section, the nomenclature from a recent review by Saracevic has been
adopted.75

Relevance is a phenomenon. A common way of studying a phenomenon
is to examine how it manifests itself, how it behaves, and what effects it
has. This empirical evidence can be used to test or inspire models and
theories. As stated above, there exists no established theory of relevance in
information science. However, there does exist several models.

2.3.1 Manifestations of relevance

Many authors that have written about relevance have observed that while
relevance is universally defined as a relation between two things, the nature
of those things, and thus the resulting relevancy, can vary wildly – in other
words, the phenomenon of relevance manifests itself in different ways.

At one end, consider the relation between a boolean query and a doc-
ument matching that query – we say that the document is relevant to the
query.76 At the other end, consider the relation between a problem and the
new knowledge a specific person needs to solve the problem – we say that
the knowledge is relevant to the problem. But these are two very different
relationships, and thus two very different manifestations of relevance.

Many authors have attempted to enumerate the different manifestations
of relevance. These attempts have not always used the term “manifestation
of relevance” – common other terms include “type of relevance”, “kind of
relevance” or “view of relevance”.

A common, but simplistic,77 enumeration is to separate “topical rele-
vance” from “user relevance”. The former is the relation between a particu-
lar topic (subject, concept) and documents that, in one way or another, are
about that topic. The latter is the relation between the problems and needs

74Stefano Mizzaro: How many relevances in information retrieval, in: Interacting with
computers 10 (1998), pp. 303–320, here p. 305.

75Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science. Part II (see n. 59).

76Boolean queries and the family of boolean retrieval models are further described in
sec. 3.1.1

77Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science. Part II (see n. 59), p. 33.
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of a particular user and information that can satisfy that need. Topical rel-
evance is mostly an objective relation – if two people disagree on whether a
document is relevant for a certain topic, one of them is probably wrong.78

But there has been many more relevancies suggested. And once the
number of possible entities in a space exceeds two, there is a need to struc-
ture these entities in some way. Mizzaro has suggested the perhaps most
sophisticated model.79 By starting from the universally accepted observa-
tion that relevance is a relationship between two things, he suggests that all
manifestations of relevance can be classified along four axes:80

1. Information resource: This can be either a document, a surrogate
for a document (such as an index card for it), and information (typi-
cally received from a document).

2. Representation of user problem: This can be either the actual
problem, an information need (the representation of a problem as per-
ceived by a user), a request (the information need expressed in natural
language) or a query (the request expressed in a “system language”
such as search terms and modifiers).

3. Components: This can be the topic (or subject area) that the user
is interested in, the task that the user is performing, or the context
(everything that is not part of the topic or task, but that affects the
search process and relevance evaluation)

4. Time: The point in time, or the stage of the problem resolving pro-
cess, that the user is in. What is relevant can change as the user learns
more about the problem at hand. Unlike the other axes, which have
a small number of possible values, this axis is continuous.

Using Mizarros classification system, it becomes possible to classify a
given manifestation of relevance as a point (or set of points) in a four-
dimensional space, such as “the relevance of a document to an information
need for what concerns the task at the arising of the problem”.

While this system is undoubtedly sophisticated and flexible, it is cer-
tainly complex. A simpler way of classifying relevance manifestations is to

78Bing: Handbook of Legal Information Retrieval (see n. 12), p. 199 discusses the nature
of “content relevance”, which is another term for topical relevance, and concludes that in
a strictly formal system, content relevance is objective (Bing uses the term “absolute”),
but that the legal system must afford for differing opinions regarding topical relevance.
However, these differences are not the norm and do not mean that topical relevance in
law is entirely subjective.

79Mizzaro: Relevance: The Whole History (see n. 68).
80Labels for these are derived from Saracevic: Relevance: A Review of the Literature

and a Framework for Thinking on the Notion in Information Science. Part II (see n. 59),
p. 33

25



2.3: Relevance, examined

place them on a one-dimensional scale. Saracevic has done just that, ranging
the manifestations from objective to subjective:81

1. System relevance: Also known as algorithmic relevance, this denotes
the relationship between a query, expressed in a way directly applicable
by an IR system, and the objects (typically documents or pointers
(surrogates) to texts) retrieved by the system. Logical relevance, as
defined by Cooper,82 is a stringent type of algorithmic relevance, as
are the retrieval models described in sec. 3.1.1.

2. Topical relevance: Also known as subject relevance or topicality,
this is the relationship between the topic expressed by a query, and
documents that are about that topic. Determining this “aboutness”
is done by humans, and is not entirely objective. Since many forms of
algorithmic relevance also attempt to classify information into topics,
by definition in a completely objective way, it has been suggested that
this manifestation should be denoted “intellectual topicality” to clarify
the difference.83

3. Pertinence: Also known as cognitive relevance, this is a relation-
ship between a users information need, taking into account the user’s
current background knowledge, and information addressing that in-
formation need in the system. As the users’ background knowledge
changes over time, this relevance manifestation is dynamic in a way
that the two previous aren’t.

4. Utility: Also known as situational relevance, this is a relation between
a situation at hand and information in the system. This differs from
pertinence in that it covers more than just the specific information
need, and takes into account e.g. the extent to which the user can
make use of the information and the extent to which the information
reduces uncertainness regarding the situation.

5. Motivational relevance: Also known as affective relevance, this is a
relationship between the users’ ultimate goal, intents and motivation
and the information in the system. If the user is satisfied, the goal is
accomplished etc., then the information is motivationally relevant.

Note that this is not to say that there exist exactly five relevance manifes-
tations. Clearly there are many more. But the above classification provides
a way of categorizing manifestations on a simple one-dimensional scale.

81Saracevic: Relevance reconsidered (see n. 70), p. 12.
82Cooper: A definition of relevance for information retrieval (see n. 64).
83Pia Borlund: The Concept of Relevance in IR, in: Journal of the Americal Society for

Information Science and Technology 54.10 (2003), pp. 913–925, here p. 915.
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This classification has been adapted by other authors, although not
without criticism.84 Borlund has suggested that the “drive” to want in-
formation (motivational relevance) is not an independent manifestation of
relevance but rather an inherent characteristic of relevance behavior in gen-
eral.85 Cosjin and Ingwersen has argued in a similar way, and proposes that
the fifth category should instead be socio-cognitive relevance, defined as the
relationship between the situation at hand as perceived by the user in the
users’ socio-cultural context and information in the system. Compared to
motivational relevance, this introduces an element of non-subjectiveness at
the subjective end of this scale, as the user will attempt to understand the
values and methods (and thus the rules for inferring relevance) of the users
socio-cultural context in an objective way.

We initially stated that the tendency to divide relevance into just two
kinds is overly simplistic. However, it is possible to describe two distinct
classes of relevance manifestations: Those that are entirely objective, (also
known as system-based manifestations), and those that include subjectivity
(also known as human or user-based manifestations).86 In Saracevics classi-
fication schema above, only system relevance is entirely objective.

It appears that the system-based manifestations are by necessity simpler
and more primitive than the user-based manifestations, and that they cannot
contain the entire complexity of the ultimately human notion of relevance.
And that may very well be. But algorithmic relevance is the only kind
of relevance that a designer of an IR system knows how to deal with.87

And while the stated goal of research into the user-based manifestations
is to inform the design of IR systems,88 telling systems designers how to
incorporate user-based manifestations (and just not why they should) is a
lot harder than it appears.89 It may be, to paraphrase Donald Knuth, that
user-based manifestations of relevance is still more art than science.90

2.3.2 Determining relevance

A common way of studying a phenomenon in a scientific way is to study its
manifestations, behavior and effects. We have covered relevance manifes-
tations, but relevance does not, in itself, behave. However, people behave

84See e.g. Erica Cosijn/Peter Ingwersen: Dimensions of relevance, in: Information Pro-
cessing & Management 36 (2000), pp. 533–550 and Borlund: The Concept of Relevance in
IR (see n. 83)

85Ibid., p. 915.
86Ibid., p. 914.
87Cooper: A definition of relevance for information retrieval (see n. 64), p. 36.
88Schamber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dynamic,

Situational Definition (see n. 61), p. 773.
89Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science. Part II (see n. 59), p. 25.
90See the quote at the beginning of this thesis
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around relevance, particularly when determining whether relevance exists.91

The question of how people determine relevance deals both with cognitive
processes within the user as with the sociological context in which the user
and the information need exists. The determination process can be de-
scribed as inferential - the user observes aspects of the problem, available
information and also background knowledge, and uses this to infer whether
there exists some sort of relevance manifestation.

Relevance clues

We can distinguish between two different ways of studying the relevance de-
termination processes. The first, which has roots in librarianship, concerns
topical relevance only. In this process, a user has to determine whether a
given document is relevant to a certain fixed topic. In this process, there
is not a lot of room for individual differences e.g. in taste or background
knowledge. Given a shared understanding of the boundaries of a topic, two
different individuals will often come to the same conclusion as to whether
a document is relevant. However, some of the time judgments will differ
due to a number of reasons. We have covered the concept of implicit use
orientation,92 the effect of the assumed document usage on the relevance
determination.93

The second approach is applicable for all manifestations of relevance. It
focuses on characteristics or “clues” found in information objects that users
use to determine relevance. This approach, outlined by Schamber et. al in
1990,94 became known as “clues research”.95

(It should be noted that the observation that users use a large number of
characteristics to determine relevance is much older – Cooper suggested in
1971 that “[a] document may be relevant to an information need but useless
because the user has no faith in its accuracy”)96

A number of general studies later confirmed that it was possible to iden-
tify a number of classes of clues.97 However, the number and exact list of
such clues seem to differ from study to study.

Still, some general patterns can be discerned. The number of clues classes
is generally small (less than 20), and users make use of several of them in

91Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science. Part II (see n. 59), p. 37.

92See sec. 2.2.2
93See sec. 2.3.4 for some other reasons why individual judgment differ, even for some-

thing as nominally objective as topicality.
94Schamber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dynamic,

Situational Definition (see n. 61), p. 773.
95Saracevic: Relevance reconsidered (see n. 70), p. 12.
96Cooper: A definition of relevance for information retrieval (see n. 64), p. 36.
97See Saracevic: Relevance: A Review of the Literature and a Framework for Thinking

on the Notion in Information Science. Part II (see n. 59), p. 39 for a summary of these
studies
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conjunction. In general, clues can be grouped into the following groups
(sectioned into two partitions):98

Characteristics of the informa-
tion object

Characteristics dependent on
the information seeker

Content characteristics, such as its
topic, quality, recentness or clarity.

Situational match: Appropriate to
the current situation or task.

Information object characteristics
such as type, format, availability
and costs.

Cognitive match: Understand-
able, containing new information,
amount of effort needed.

Validity characteristics such as ac-
curacy, authority and verifiability.

Affective match: Emotional reac-
tions such as entertainment, frus-
tration, uncertainty.
Belief match: Confidence in the
truth of the material.

While users in general do not think of relevance manifestations using
Saracevics five categories described above, they are perfectly capable of dis-
tinguishing between e.g. topical relevance and utility. A user can for instance
recognize that a document is about the topic that they are researching (i.e.
being topically relevant), but not useful for solving the problem at hand (i.e.
not being situationally relevant).99

Characteristics of the information object are, as opposed to characteris-
tics dependent on the information seeker, sometimes possible to express and
embed in information systems.100 What characteristics are possible and ap-
propriate to use for this? The obvious choice is the textual content of the
documents. If a word that exists in the query also exists in the document,
they might have a relevance relationship. In most information retrieval mod-
els, the document is not considered as an entity with a structure but rather
a simple “bag of words”.101

But documents are more than the sum of their words. Many kinds
of documents, particularly in scientific publishing and legal information,
contain a rich set of references or citations. These citations may also act as
relevance clues.102

The use of citations as evidence of systemic relevance is not new. The

98Ibid., p. 43.
99Mizzaro: Relevance: The Whole History (see n. 68), p. 823.

100c.f. Schamber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dy-
namic, Situational Definition (see n. 61), p. 773, research questions 9-11
101Christopher D. Manning/Prabhakar Raghavan/Hinrich Schüze: Introduction to infor-

mation retrieval, 2008, sec. 6.2.
102Jussi Karlgren: Information Retrieval: Statistics and Linguistics, Excerpt from the

PhD Thesis ”Stylistic Experiments in Information Retrieval”, 2000, sec. 3.6.1.
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first scholar concerned with Citation indexes was Garfield who founded
the field of bibliometry.103 This field uses analysis of citation networks to,
amongst other things, create impact rankings of academic journals.104. This
line of research soon asserted that citations seem to be indicative of schol-
arly impact and quality. This assessment is not without controversy – in
particular, citations can and often is made for other reasons than to indi-
cate quality, including negative citations (citations to works being criticized)
which may lead to inflated citation counts for works of low quality. Still,
correlations between reputational ratings (representing a measurement of
scholarly quality) and citation rates have found to be very high.

Relevance dynamics

Relevance is not determined once and then never changed. The search pro-
cess is dynamic, and as the user learns more about the problem, he/she
reinterprets the task and is thus able to reformulate the information need
statement into new queries. Furthermore, during this cognitive process,
documents that were previously believed to be relevant may turn out to be
non-relevant, or vice versa. During the search process, both the task and
the users’ cognitive state are constantly changing.105

Starting with Rees and Schultz in 1967, this aspect of relevance has
been examined in numerous studies. As the studies have differed in scope
and method, general conclusions are fairly basic. It can be observed that
the clues that the user makes use of for inferring relevance do not change
as the process move forward, but that different criteria are given different
weight over time. As time progresses, the relevance judgments becomes
more stringent.106

Changes in relevance inference do not just occur during the search pro-
cess. Over the course of years and decades, additional information may
change a relevance relation without changing neither the problem/topic,
the information itself, nor even individual characteristics. If a particular
paper, which at one time was thought topical and valuable and thus rele-
vant, later gets discredited, it will probably not be thought of as cognitive
or situationally relevant (although it may still be topically relevant).

A problem with using citation analysis for inferring relevance over the
long run is the problem of “obliteration through incorporation”, when a
work is so influential and well known that writers no longer feel the need

103Eugene Garfield: Citation Indexes for Science - A New Dimension in Documentation
through Association of Ideas, in: Science 122 (July 1955), pp. 108–111.
104Fred R. Shapiro: The Most-Cited Law Review Articles, in: California Law Review 75

(1985), pp. 1540–1554, here p. 3.
105Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science. Part II (see n. 59), p. 41.
106Ibid., p. 44.
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to explicitly cite it.107 This problem is common in legal information as well,
particularly when landmark cases are reinterpreted as general principles of
law and thus not cited anymore.

2.3.3 Measuring relevance

In Saracevics 1975 meta-definition (summarized in sec. 2.2.5), relevance is
defined as being a gage of relevance, and this gage can be exemplified using
terms such “measure” or “degree”.108 This hints at a part of relevance that
is intuitively understood, but which may be subject to closer scrutiny: Is
relevance a binary measure (either something is relevant or it is not), a
continuous measure, or does it have several, but discrete values?

In information retrieval, different retrieval models assume different an-
swers to the question. Standard boolean retrieval models have - as the name
implies - a binary view of relevance, due to the set theoretic and first-order
logic foundation of boolean retrieval. Either a document satisfies the con-
straints that the query expresses, or it doesn’t. Probabilistic models attempt
to measure the probability that a given document is relevant, and as such
assume a binary scale of relevance (but a continuous scale of probability).
Vector space models attempt to measure the similarity between a document
and a query, and assume that a high degree of similarity correlates with
a high degree of relevance. Therefore, the vector space models assume a
continuous scale of relevance. The different retrieval models are described
in more detail in 3.1.1.

In evaluation of IR systems, it is common to assume a binary view of
relevance measures. In practice, evaluation takes place against a predeter-
mined set of binary relevance judgments, most often made from a topical
relevance perspective. This basic view of relevance measure is a prerequi-
site for the traditional evaluation metrics of precision and recall, and is a
part of the so-called “Cranfield paradigm” of IR evaluation.109 The binary
view of relevance have been defended by Cooper for his definition of logical
relevance, stating that the argument for introducing different degrees of rel-
evance is confusing the definition of relevance with the difficulty of creating
useful search interfaces.110

However, even Cooper concedes that there is ground for treating rele-
vance as a continuous measure when moving from strict logical relevance
(where relevance is deduced) to a system where plausible or probabilistic
reasoning is used to infer relevance. Since probability has degrees, relevance

107Shapiro: The Most-Cited Law Review Articles (see n. 104), p. 3.
108Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science (see n. 1), p. 328.
109See further sec. 3.1.3
110Cooper: A definition of relevance for information retrieval (see n. 64), p. 26.
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as used in such systems needs to have degrees as well.111

And as we move further from the system view of relevance, we find
more arguments for treating relevance as a continuous measure. Saracevic
states in his communication model of relevance that relevance is considered
as a measure of the effectiveness of the contact between a source and a
destination in a communication process.112 Effectiveness can be stronger or
weaker. Even concerning evaluation of IR systems, Kekäläinen mean that
topical relevance should be understood as a continuous variable.113

2.3.4 Difference in relevance judgments

Any empirical experiment concerning the concept of relevance will need
some sort of assessment about whether a particular document is relevant in
relation to a particular information need. However we choose to define “rele-
vant”, the assessment needs to be done by a human assessor. We know that,
in practice, human judges differ in their opinion on relevance. It’s therefore
interesting to find out more about why this is, how large the differences are
between different judges, and how these can be explained.

Apart from giving further insight into the concept of relevance, this
knowledge is also necessary to do a meaningful evaluation of IR systems. If
we know that relevance agreement in a particular domain is 95% (meaning
that judges disagree in their relevance assessments 5% of the time), it is not
really possible for an IR system to score better. Even if the system agrees
with judge A 100%, it will only with judge B 95% of the time – and we
have no way of determining which of judge A’s or B’s assessments are the
“correct” ones.114

The fact that human judges disagree on what is relevant calls into ques-
tion whether relevance can, in fact, be used as a meaningful metric when
evaluating information retrieval systems. If we do not understand why hu-
man judges disagree, and we treat relevance judgments as a given, derived
metrics such as precision and recall may not be useful for evaluating IR
performance.115

In Cudra and Katter’s 1967 study, some of the possible factors that influ-
ence human judges were examined.116 The breakthrough of this study was to

111Cooper: A definition of relevance for information retrieval (see n. 64), p. 30.
112Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science (see n. 1), p. 326.
113Jaana Kekäläinen: Binary and graded relevance in IR evaluations - Comparison of the

effects on ranking of IR systems, in: Information Processing and Management 41 (2005),
pp. 1019–1033, here p. 1020.
114In the field of natural language processing (NLP), this upper bound for system perfor-

mance is known as the human ceiling. Jurafsky/Martin: Speech and language processingn
(see n. 44), p. 189
115Cuadra/Katter: Opening the black box of ’Relevance’ (see n. 57), p. 292.
116Ibid.
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show that a number of factors outside of the information need, the document
and the judge affect the judgment of relevance. The human judges in the
study were given a set of documents and a set of information requirements,
and asked to provide relevance scores (on a 9-point scale) for each pair. The
judges were then asked to act as agents for persons with specific usage needs
or tasks, and redo their relevance judgments based on this. This implicit
use orientation affected relevance judgments. In taking into account and
trying to measure the impact of a human judges mental state, the Cuadra
and Katter study provides a useful theoretical framework for user models of
relevance.

But it is not only the implicit use orientations that create differences
in relevance judgments. Studies show that high subject knowledge of the
judges corresponds with a low number of documents judged relevant. The
higher level of subject knowledge also corresponds with higher agreement
among judges.117

A different aspect that also affects relevance judgments is the concept of
marginal relevance. A document that, by itself, would be judged as highly
relevant, may be thought of as only partially relevant because it is read after
another document with overlapping subject content.118 Since a typical IR
interaction presents a series of (supposedly) relevant documents in response
to a query, maximizing marginal relevance requires that this result set is
diverse, not just closely matched to the query.119

2.3.5 Models of relevance

After having examined various aspects of relevance, we can now try to look
at the bigger picture. At the start of this section, it was stated that there
exists no established complete theory of relevance in information science.120

However, there exists several models (sometimes called “frameworks”).121

Existing models can generally be divided into system models and user
models. In a system model, creating systems that can process information
and match this with user queries is emphasized. These relevance models
must be possible to express in the form of algorithms, and there must be hard
data consisting of documents and queries (or information about documents
or queries) available as input to these algorithms. They are called system

117Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science (see n. 1), p. 336.
118Goffman and Nevil, cited by ibid., p. 336
119Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 8.5.1.
120Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science (see n. 1), p. 337.
121A model is an abstraction that forms general ideas from specific examples. idem:

Relevance: A Review of the Literature and a Framework for Thinking on the Notion in
Information Science. Part II (see n. 59), p. 22
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models because they are to be used in an automated system. Ideally, the
user is represented by a query that is directly acceptable by the system. In
this model, relevance is considered a property of the system.122

In a user model, the emphasis is on the cognitive and social dimensions
of the user as a whole, as well as the process of interaction. Apart from
that, there have been a number of different models proposed in this space,
with no clear consensus on what the proper model for relevance that puts
the user in the center should look like.123

The most influential of these models are:

• The communication framework: This model was proposed in
Saracevics 1975 review,124 and was later named such. This model con-
siders relevance to be a measure of effectiveness in a communication
process between a user and an IR system.

• The dynamic model: Also known as the situational framework,
this was proposed by Schamber et al.125 While the dynamic aspects of
relevance had been discussed before, this model has the dynamic and
situational nature of relevance as its starting point.126

• The psychological framework: Alongside suggestions within the
dynamic model, some researchers in the early 1990s suggested that
the user’s cognitive processes with respect to the information seeking
process should be the focal point of the relevance. These suggestions
were synthesized in the “psychological relevance” framework suggested
by Harter in 1992.127

• The stratified model: This model was first suggested in Saracevics
1996 review of relevance research, and was further described in his
2006 review. It focuses on the information retrieval interactions and
notes that interactions take place on a number of planes or strata. The
starting point for the interaction is the surface level between user and
computer (i.e. the interface to an IR system), but relevance manifests
itself in strata below (information resources, algorithms and hardware)
as well as above (cognitive, affective and situational processes).128

122Saracevic: Relevance reconsidered (see n. 70), p. 6.
123Idem: Relevance: A Review of the Literature and a Framework for Thinking on the

Notion in Information Science. Part II (see n. 59), p. 25.
124Idem: Relevance: A Review of the Literature and a Framework for Thinking on the

Notion in Information Science (see n. 1).
125Schamber/Eisenberg/Nilan: A Re-Examination Of Relevance: Toward A Dynamic,

Situational Definition (see n. 61).
126Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on

the Notion in Information Science. Part II (see n. 59), p. 23.
127Idem: Relevance reconsidered (see n. 70), pp. 7.
128Idem: Relevance: A Review of the Literature and a Framework for Thinking on the

Notion in Information Science. Part II (see n. 59), p. 27.
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There is a correspondence between system-based relevance manifesta-
tions, and the system model of relevance. Similarly, there are lots of sim-
ilarities between the user-based relevance manifestations and the various
user-oriented models of relevance. It is important not to confuse relevance
manifestations with models. The former deals with particular types of rel-
evance, and there is room for several different manifestations within one
coherent description of the relevance concept. The latter are alternative
models for describing relevance as a whole.

2.4 Relevance in jurisprudence

2.4.1 Legal information as compared to scientific information

In the previous section, we learned that information science, having its roots
in the natural sciences, is concerned with effective communication of scien-
tific knowledge, and that relevance is a key factor in making communication
processes effective. The communication framework model of relevance em-
phasizes that relevance is not an independent phenomenon, but must be
considered as a measure of effectiveness.

Legal practitioners will appreciate the need for effective communication
of the knowledge of the field of law. Law as an information corpus contains
massive amounts of information contained in fixed texts such as statutes or
legal cases. It also contains less visible but crucial knowledge in the form of
meta-norms (see sec. 1.2). This knowledge is structurally organized; we can
therefore talk about legal knowledge structures.129

Legal knowledge structures are not constructed like the scientific knowl-
edge structures. While the (natural) sciences only deal in persuasive au-
thority (the truth of a proposition does not depend on who states it, only
if empiric data supports is and/or it is internally consistent), law also deals
with binding authority, that is, statements from a particular source whose
truth depend on that source (and other formal aspects, such as the law
having been promulgated or statement being part of a verdicts ratio deci-
dendi).130

Still, there are similarities in how the two entities, scientific knowledge
and legal knowledge, are constructed. This is particularly noticeable in
case law. No court ever sits down to construct the grand unified model of
e.g. product liability. Instead, it is constructed case by case, in pieces. This
rule-creating function of the courts is particularly prominent in common law
legislations, and is generally seen as a necessary and desirable function.131

129Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and
Law (see n. 15), p. 176.
130The ratio decidendi (lat. “reason for deciding” is the part of a legal verdict that

expresses the reasoning for the judgment)
131Melvin Aron Eisenberg: The Nature of the Common Law, 1988, p. 5.
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Not all law is constructed by fragment – jurisprudential scholars tend to
create and present their works in the form of large treaties, and legislators
of statutory law can at least in part attempt to create broad-ranged codi-
fications of entire parts of the law (even though these tend to be based, at
least in part, on earlier statutory law).

In law, the concept of relevance comes into play both in substantive
norms as well as meta-norms. Meta-norms can specify sources one may
draw on when constructing a legal argument (the doctrine of legal sources),
what constitutes a legally sound argument, rules for resolving the situation
when two applicable norms conflict with each other (such as the lex specialis
rule),132 and norms for estimating the precedent value of a court verdict.

Substantive norms may specify e.g. what may be permitted as evidence,
and therefore be relevant, in a legal process. In Scandinavian jurisdictions,
the principle of free assessment of evidence places very few limits on permissi-
ble evidence. In the Anglo-American legal tradition, much more substantive
law deals with questions regarding relevance of evidence.133 In the following,
we will only address the concept of relevance with respect to meta-norms,
as relevance rules in substantive norms do not help us building better gen-
eral legal IR systems (although they can be useful e.g. in case management
systems).

2.4.2 Jurisprudence and legal method

Jurisprudence is the theoretic analysis of law, the nature of rights and duties,
and judicial reasoning.134 The subject matter of jurisprudence is the nature
of law and its workings. Jurisprudence has historically dealt with the study
of legal concepts such as “property” or “rights”, but now is mainly about
the philosophy of law and legal theory.135

Jurisprudence studies the legal system as such, i.e. not what the law says
about any particular question, but rather how to understand the concept of
law. Included in this are theories of what a legal system is, how it derives
its legitimacy, how different institutions (legislators, courts, scholars and the
academic discipline of jurisprudence) relate to each other, but ultimately the
question of what a valid legal reasoning process is, and how to compare the
soundness of opposing legal arguments.

In order to answer this question, the legal method is developed. The
legal method is a process, controlled by meta-norms, for finding answers for
creating legal arguments (propositions) and in particular determining the

132The lex specialis rule specifies that of two applicable and conflicting norms, the most
specific norm should take precedence
133Bing: Handbook of Legal Information Retrieval (see n. 12), p. 11.
134Raymond Wacks: Understanding jurisprudence: an introduction to legal theory, New

York 2005, p. 12 at note 1.
135Penner: Textbook on Jurisprudence (see n. 46), p. 1.
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validity of those arguments, from substantive norms.

Formulating propositions of law

Legal questions in the real world start with actual situations where it can be
assumed that the law has a role to play. A first definition of what relevance
can mean in a juridical context must be the demarcation between the facts
of the case that have legal significance and facts that do not have any legal
significance. The first step in the legal method can be thought of as the
identification of such actual facts that have legal relevance. This is done
by finding norms that in one way or the other fits the circumstances of the
cases. Based on this a legal proposition or argument can be developed.

Methods of interpretation

Abstract questions in jurisprudence seldom have a direct application for
the practicing lawyer who seeks the answer to the question if a particular
proposition of law is correct (or if it can hold up in court). Ideally, there
exists one and only one clearly formulated and uncontroversial rule stated in
legislation or case law which is directly applicable to the case at hand. But if
no such rule exists, a rule exists but its formulation is unclear with respects
to the facts of the case, or if two or more partially applicable rules lead
to different results, the legal information at hand needs to be interpreted
in light of the facts of the case. Since different methods of interpretation
can lead to different results there is in practice room for different answers
to the basic question - whether a given proposition of law is true. There
exist different schools of thought as to what method of interpretation is the
proper one to use in different scenarios. It can therefore be misleading to
talk about the legal method.

Since the subject matter for this study is EU law, it is based on the EU
legal method that has been formulated primarily through the case law of
the European court of justice. Distinguishing for this method, compared to
the method practiced in Sweden, is a stronger focus on case law and general
principles of law, and a stronger inclination to declare void both national
and community legislation.

Doctrine of legal sources

Through this we arrive at the doctrine of legal sources. This augments
the different methods of legal interpretation by stating from which sources
we may search for norms and interpretation data for these norms when
determining the truth of a legal proposition. In EU law, general principles
of law is normally considered a valid source of law, even though these by
definition are not written down (except partially, in vague terms, in the
founding treaties).
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Preparatory works, which are produced during the drafting of statutory
community law, has generally not been considered as a source for a legal
proposition, although this is changing.136

The issue is of interest when constructing legal information retrieval sys-
tems. The doctrine of legal sources contributes by limiting what information
needs to be in our system by setting an objective outer boundary for what
can possibly be relevant.137 But even within this boundary, there are dif-
ferences between sources. Even though two different sources may apply to
that case at hand, they may not have the same weight in the reasoning pro-
cess. A legal argument based on one source may trump a different argument
based on another, simple because the first source is more important.

Considering that EU law has a strong case law tradition, and that ECJ
in several cases have formulated basic principles of EU law (that later have
been upheld),138 it is not surprising that different cases have different weight
in legal reasoning. Cases in the General Court (EGC) have less weight than
cases decided in the court of justice (ECJ).139

Some of the cases in ECJ are said to be landmark cases, i.e. cases that
have a strong effect on how EU law is interpreted. For any given information
need, a landmark case will always be more relevant than a non-landmark
case, provided that both cases cover the material that the information need
concerns.

2.4.3 The notion of legal relevance

As discussed in sec. 2.3, relevance in information science can be understood
as a multidimensional concept. There are numerous attempts to explain or
organize the different manifestations of observable relevancies into a coherent
model. This begs the question: What manifestations of legal relevance is
there? Is there a legal model of relevance?

We started our discussion of relevance in general by examining a couple
of influential attempts to define the term. In jurisprudence, similar defini-
tions are rare. Most writings on relevance focus on the boundary conditions
of relevance, i.e. what are the permissible sources to draw upon when con-
structing a legal argument. In this way, relevance is defined in terms of the
doctrine of legal sources.

Perhaps the most explicit definition of legal relevance was formulated by
Bing in 1984:140

136Jörgen Hettne/Ida Otken Eriksson (eds.): EU-rättslig metod. Teori och genomslag i
svensk rättstillämpning, 2005, p. 24.
137Bing/Harvold: Legal Decisions and Information Systems (see n. 7), p. 39.
138For example Van Gend en Loos, 26/62, which established that the EEC treaty created

binding legal rights directly enforcable in member states
139Hettne/Eriksson (eds.): EU-rättslig metod. Teori och genomslag i svensk

rättstillämpning (see n. 136), p. 39.
140A similar, yet substantially different, definition appeared in Bing/Harvold: Legal De-
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“A legal source is relevant if:

• (1) The argument of the user would have been different if
the user did not have any knowledge of the source, i.e. at
least one argument must be derived from the source; or

• (2) legal meta-norms require that the user considers whether
the source belongs to category (1); or

• (3) the user himself deems it appropriate to consider whether
the source belongs to category (1).”141

This is a definition that is reminiscent of Cooper’s definition of logical
relevance.142 In essence, both these definitions state that relevance of infor-
mation in relation to a question stems from the power of contributing to an
answer to that question. Bing’s definition contains auxiliary categories that
allows for legal sources to be evaluated and dismissed, while still counting
as relevant. This is to allow the user to practice the legal method instead of
having the system do it.

Is legal relevance binary or graded?

Like Cooper, Bing is of the view that relevance is binary. This does not mean
that all legal sources are equal. They differ in rank, age and specificness,
and that this should be accounted for when different legal sources acts as
base for conflicting legal arguments. Bing states that while this results in
arguments with relative weight, this should not be confused with relevance
of the source itself.143

This position differs from other interpretations of relevance in legal in-
formation. For example, Burson states that we think of documents being
more or less relevant to a particular issue.144 Some relevance studies in legal
IR have established a discrete scale for relevance, usually with steps like “on
point”, “relevant”, “related” and “irrelevant”.145 Such a scale also assumes
a non-binary view of legal relevance (although not necessarily a continous
scale)

cisions and Information Systems (see n. 7), p. 40
141Bing: Handbook of Legal Information Retrieval (see n. 12), p. 28.
142See sec. 2.2.4
143Bing: Handbook of Legal Information Retrieval (see n. 12), p. 30.
144Scott F. Burson: A Reconstruction of Thamus: Commends on the Evaluation of Legal

Information Retrieval Systems, in: Law Library Journal 79 (1987), pp. 133–143, here
p. 141.
145Such a study is cited in Dabney: The Curse of Thamus: An analysis of Full-Text Legal

Document Retrieval (see n. 7), p. 15
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Legal relevance manifestations

Unlike Bing’s definition, other interpretations of relevance in legal informa-
tion tend to be fairly simplistic and often defer to the intuitive understanding
of relevance. As an example, the influential 1985 empirical study by Blair
and Maron, which used the scale “vital”, “satisfactory”, “marginally rele-
vant” and “irrelevant”, left the question of what these labels actually meant
up to the individual test subjects in the study.146

Such intuitive understandings shed no light on the crucial issue of what
legal relevance actually is. We have learned that relevance, as studied in in-
formation science, have multiple manifestations. Bing offers a more detailed
view of relevance that is based upon a classification by Königova,147 with
three manifestations (although the term “kind of relevance” is used instead
of “manifestation of relevance”).148 These are:

• Formal relevance, defined as the syntactic similarity between two
texts (where one can be a search request). This similarity may be
based on word occurrence, but also things like document type, age
and author. Formal relevance acts as an approximation of content or
subjective relevance, defined below. This manifestation is equivalent
to what Saracevic calls system relevance.

• Content relevance, defined as the adequacy of the content as a re-
sponse to the request. It does not depend on the user’s particular
background knowledge. It is therefore most closely related to what
Saracevic calls topical relevance.

• Subjective relevance, which can be described as usefulness to the
user, taking into account the user’s previous knowledge. This defi-
nition is a bit more vague, and might cover both “pertinence” and
“utility” as defined by Saracevic.

On human disagreement of relevance

As we have seen in sec. 2.3.4, even experts on a subject sometimes disagree
on whether a document is relevant or not for a given information need. This
general finding is evident within legal IR as well. Since relevance is the
basic criteria of the precision and recall metrics,149, and that these metrics
are commonly used to evaluate IR systems efficiency, it is important to know

146Blair/Maron: An Evaluation of Retrieval Effectiveness for a Full-text Document Re-
trieval System (see n. 37).
147Marie Königová: Mathematical and statistical methods of noise evaluation in a re-

trieval system, in: Information Storage and Retrieval 6 (1971), pp. 437–444.
148Bing: Handbook of Legal Information Retrieval (see n. 12), p. 197–203.
149Turtle: Text Retrieval in the Legal World (see n. 17), p. 10.
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how these relevance judgments are made and why they differ. In particular,
are there any specific patterns to relevance judgments for legal IR systems?

The typical evaluation methodology in the Cranfield paradigm is to cre-
ate a set of information requirement statements (typically based on real user
needs) together with a set of domain expert judgments for a corpus of docu-
ments. The judgments state, for each document, whether it is relevant (and,
in some settings, to what degree it is relevant) for each information needs.
Creating this gold standard set of judgments requires that experts are at
least somewhat in agreement with each other.150

Numerous studies have shown that this is often not the case for legal IR:

• In one of the earliest studies about legal IR,151 experts were in agree-
ment on how relevant a document was (on a four point scale) only
4.3% of the time.

• Some years later, a study by Tapper showed that lawyers would dis-
agree about the correct classification of cases (which can be described
as a form of topical relevance assessment), and even that the same
lawyer would describe a single case differently when presented in an-
other context.152

• In the NORIS programme run between 1972-1983 at the Norwegian
Research Center for Computers and Law,153, a single expert in ad-
ministrative law had to reevaluate his “gold standard” after running a
experiment, from an initial set of 162 documents to a final set of 207
documents.154

It is easy to agree with Dabney’s statement that “[t]he judgment of
experts seem to be an unsound way to determine relevance”155. But we are
not yet closer to understanding why expert judgment fails in this regard.

Legal citations as relevance clues

The information science research concerning relevance clues (described in
sec. 2.3.2) suggests that relevance of all types can be inferred from charac-
teristics of the information object. Legal information is rich with character-
istics that can be of potential use as relevance clues.

150The concept of a “Gold standard” is described in sec. 3.1.3
151Eldridge: An Appraisal of a Case Law Retrieval Project, in: D Johnston (ed.): Pro-

ceedings of the Computers and the Law Conference, 1968, cited by Dabney: The Curse of
Thamus: An analysis of Full-Text Legal Document Retrieval (see n. 7), p. 15
152Cited by Bing/Harvold: Legal Decisions and Information Systems (see n. 7), p. 41
153Bing: Handbook of Legal Information Retrieval (see n. 12), p. 236.
154IdemThird Generation Text Retrieval Systems, in: Journal of Law and Information

Science 1.3 (1981), pp. 183–209, here p. 155.
155Dabney: The Curse of Thamus: An analysis of Full-Text Legal Document Retrieval

(see n. 7), p. 15.
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We can examine this using the grouping of relevance clues suggested by
Saracevic:156

• Content characteristics:

– Topic: Many types of legal information, particularly legal cases,
are routinely categorized into a set of fixed or fluid categories
(e.g. in headnotes)

– Recentness: Most if not all legal information has information
about publishing or enactment dates. This information is typi-
cally part of a document’s metadata when available electronically.
Note however that there is no direct correlation between recent-
ness and relevance.

– Quality and Clarity: These characteristics are applicable to
legal information as well, but they are of a more subjective nature
than Topic or Recentness.

• Information object characteristics:

– Type: Legal information generally have a clearly indicated doc-
ument type (e.g. statute, court case, preparatory work, doctrinal
thesis)

– Format: Documents are often available in electronic form in full
text, but e.g. for court cases sometimes only headnotes are avail-
able. For jurisprudential doctrine, often only the bibliographic
record is available in electronic form.

– Availability and Costs: These characteristics are generally a
function of whatever information database one is using. For EU
law, the EURLEX database is complete and freely available, al-
though in practice a lawyer often needs access to other sources
such as the publication Common Market Law Review (CMLR).

• Validity characteristics:

– Accuracy and Verifiability: Legal information that has bind-
ing authority can be considered to be accurate by virtue of itself.
However, there may still be questions about whether the infor-
mation is accurately converted into electronic form, or whether
the content is up-to-date. If the user lacks ability to verify this
it might result in lower relevance assessments.

– Authority: Notions of authority is built into many types of legal
information, i.e. a constitution has higher authority than regular

156Saracevic: Relevance: A Review of the Literature and a Framework for Thinking on
the Notion in Information Science. Part II (see n. 59), p. 47.
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statutes, and supreme court decisions have higher authority than
lower-level court decisions.

In law, authority is primarily derived from the creator of, or the process
of creating, the information. In this view, the authority of one document
is not changed by other documents. But there is a complementary view
of authority where authority for information is derived from other actors
reactions (particularly confirming) to that information.

In case law, the usage of citations to earlier cases is common. There have
been several suggestions that these citations are useful as clues in legal IR
systems. In 1970, Marx suggested that even though traditional legal infor-
mation retrieval (that is, before the advent of electronic legal IR systems)
uses the process of “Shepardization” (described in 3.2.1) to follow citations
between cases, automated systems of that time did not make full use of the
structure derived from citations between cases.157

In early 1980’s, Tapper did several experiments with citation networks,
notably creating an algorithm for vector-based correlation of cases, with
elements of the vector being based upon citation patterns.158

In recent years, particularly after the introduction of the Google search
engine and its PageRank algorithm,159 interest in using case citations for
legal IR has sprung up. Smith suggests using PageRank-like algorithms in
legal IR, but adapted for the differing objective authority of e.g. courts of
different levels.160 Harvold suggests that browsing may be a better retrieval
paradigm than (free text) search, particularly if using the structure of back-
links (inbound links) between documents.161 Geist proposes that the usage
of citation analysis can improve the relevance ranking in legal IR systems.162

There seems to be an overwhelming opinion that techniques successful
in general web search can be useful in legal IR as well. By proposing that
case citations can act as relevance clues, this suggestion is consistent with
relevance theory as examined in information science. By observing how
citations are used within the legal method as practiced today, the suggestion
is connected to jurisprudence as well.

However, one of the key aspects of modern link analysis algorithms (such
as PageRank) is that not all links are of equal value. On the web, a page

157Stephen M. Marx: Citation Networks in the Law, in: Jurimetrics Journal 10 (1970),
pp. 121–137, here p. 123.
158Colin Tapper: An experiment in the use of citation vectors in the area of legal data,

1982.
159Lawrence Page et al.: The PageRank Citation Ranking: Bringing Order to the Web.

Technical Report 1999-66, Stanford InfoLab, Nov. 1999
160Thomas A. Smith: The Web of Law, in: San Diego Law Review 44 (2007), pp. 309–

354, here p. 351.
161Harvold: Is searching the best way to retrieve legal documents? (See n. 38).
162Anton Geist: Using Citation Analysis Techniques For Computer-Assisted Legal Re-

search In Continental Jurisdictions, MA thesis, Edinburgh: The University of Edinburgh,
2009, p. 50.
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gains authority when other pages refer to it. For legal information, an
influential court case (case A) will, over time, be cited much more often
than a non-influential case (case B) by the same court at the same time.
But does that mean that citations from case A should count for more than
citations from case B when determining the influence for an even older case?

There is no jurisprudential explanation for why that should be the case.
But there are other aspects which may give case citations different weight.
The most important of these are the inherent authority of the citator, and
citation patterns over time. We will revisit these aspects in sec. 3.3.
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Chapter 3

Information retrieval

3.1 General information retrieval

The science of information retrieval deals with the problem of accurately
and speedily retrieving relevant information from vast information stor-
ages.163 Ever since computing advanced to the point beyond mere calculat-
ing machines, to the state where computers had capacity to store non-trivial
amounts of information in structured or full text form, they have been used
to do information retrieval tasks.

The problem of how to efficiently find information is older than com-
puters, however. In libraries, systems using index cards have been used to
catalogue all items in the library. An index card would contain a number of
properties for a specific item, such as author, title, publisher, year, classifi-
cation in some classification scheme and information on how the item could
be retrieved (i.e. on what shelf it was placed).164 A complete index sys-
tem for a library would have two or more sets of cards, sorted on different
properties, i.e. one sorted by author’s surname and another sorted by the
classification scheme. These systems support the most rudimentary forms
of information retrieval. Particularly, it makes it possible to retrieve an item
that is already known to exist, if some identifying property (or combination
of properties) of it is known. If you know the author and title, you can look
up the author in the set of cards that are sorted by author, and then look
through each card until the correct title is found, and on that card read on
which shelf the item is stored.

At first, computer systems did not have storage enough to store the full
text of documents. Furthermore, the process of digitizing existing docu-
ments required that the text be keyed in by hand. The earliest IR systems

163C. J. van Rijsbergen: Information Retrieval, 2nd ed., London 1979.
164The most well-known such scheme is probably the Dewey Decimal System, which

uses a decimal number for each possible classification of an item. By adding decimals,
new more specific classifications can be created underneath existing broader categories.
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therefore mimicked index card systems by storing only basic properties about
each item, along with information of where the full text could be retrieved.
The primary advantage of these basic systems was that a single set of cards
(or records, the term used for storing information about a single item in a
computer system) could support finding information stored in any property
that was present on the records, and that any number of users could use the
index simultaneously, even from remote locations.

The process of storing information about a document in such a form
that it can later support finding out about the document and retrieving it
is known as indexing. Information retrieval research quickly advanced past
emulating the index card systems of physical libraries, and taking advantage
of the computers’ ability to store and search information.

Still, the general mindset of early digital information retrieval was rooted
in library science. One indication if this is that one of the earliest formula-
tions of the problem of storing and retrieving information is known as the
library problem, as coined in a 1960 paper by Maron and Kuhns.165 It de-
scribes a technique for indexing and searching literature in a “mechanized
library”. Their solution involves storing a set of tags for each documents,
where each tag was a key content-bearing word, and then formulating a
mathematical relationship between the set of tags in a document with the
set of tags in an information request called the relevance number, intended
to represent the probability that the document was relevant with respect to
the information need.

In Maron and Kuhns model, only a few tags for each document were
stored. The indexing process had to be done by hand. Soon, computer
storage and processing capabilities made it possible to store the entire text
of documents, which opened up the possibility of retrieving the entire text,
not just a location where the hard copy could be found. It also opened up the
possibility of indexing the document automatically. Instead of choosing a
few indexing terms or tags for each document, it became possible to compile
a list of each individual word contained in any of the stored documents,
save for a number of very common connectors such as “the”, “an”, “of”
and similar, known as stop words. This method of retrieval is known as
full text retrieval. The list of words (alternatively known as the dictionary,
vocabulary or lexicon of the entire corpus) is then stored together with
information of in which documents that word can be found. The list of
locations of a single word is known as a postings list (or inverted list) as it
lists each individual occurrence (posting) of the word, and the compilation
of the entire dictionary and all the posting lists are referred to as an inverted
index.166

165M. E. Maron/J. L. Kuhns: On Relevance, Probabilistic Indexing and Information
Retrieval, in: Journal of the ACM 7.3 (July 1960), pp. 216–244.
166Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101), p. 6.
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With these building blocks, we can create a simple information retrieval
system.167 We express the information need in one or more terms, and
then use the inverted index to find those documents that contain these
terms. This is the basic foundation of information retrieval. Although the
process of indexing and searching has been developed tremendously, the
building blocks of indexing still look similar. In particular, the notion of a
dictionary and a postings list for each term in that dictionary is still used.
This notion can support a number of different retrieval models (although the
exact implementation of these indices may differ depending on model).168

3.1.1 Retrieval models

Regardless of whether we use a system where terms for documents have been
carefully selected by hand, or if we index the documents automatically to
create thousands of terms for each document, we need some way of express-
ing a need for information and defining what documents should be retrieved
in order to satisfy that need. We need a retrieval model. A retrieval model
can be defined by how it represents documents to be retrieved, how it repre-
sents the queries used to retrieve documents, and by which method a query
is matched by zero or more documents.169

A retrieval model specifies only the high level structure of how queries,
documents and matching functions are represented. For each retrieval model,
decades of research has gone into refining different aspects of query and doc-
ument representation, as well as different formulations of matching functions
and relevance feedback functions. Ideas formulated within one model (e.g.
different methods for term weighting or approaches for user-aided query re-
formulations) acts as inspiration for further research within other models.
Models can also be combined, such as creating an initial result set using
boolean search, which is then ranked using the vector space model.170

Common to all retrieval models are the concept of a result set. This is

167In order to keep this description brief and focused on the relevance aspect of retrieval
models, we have ignored computational linguistic techniques such as stemming or lemma-
tization of terms, that is, reducing words to their stem or base form, which is required
to make a query for “searching” match a document containing the word “searched” by
reducing both of these to the base form “search”. We have also omitted techniques for
recognizing and indexing multi-word terms such as “information retrieval”. For a com-
prehensive introduction to these concepts, see Karlgren: Information Retrieval: Statistics
and Linguistics (see n. 102), sec. 3.2
168Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 4.6.
169Marie-Francine Moens: XML Retrieval Models for Legislation, in: Legal Knowledge

and Information Systems. Jurix 2004: The Seventeenth Annual Conference, 2004, p. 2.
170An early system using this approach was the Syracuse Information Retrieval Experi-

ment (SIRE), described in Gerard Salton/Edward A. Fox/Harry Wu: Extended Boolean
Information Retrieval, in: Communications of the ACM 11.26 (Nov. 1983), pp. 1022–1036,
here p. 1023
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a subset of the entire corpus, consisting of those documents that are found
to match the query. In document retrieval, the objects in this result set
is always documents themselves, not parts of documents, information from
particular documents, or synthesized data from several documents. This can
be contrasted with fact retrieval, in which the result set (or rather “answer”)
consists of facts extracted from one or more documents in the entire corpus.
Unless otherwise indicated, the below text only refers to document retrieval.

The set can be more or less delimited. In boolean retrieval, every docu-
ment in the corpus is either clearly in the result set for a particular query or
clearly not. In other models such as the vector space model or probabilistic
models, documents are part of the result set to a certain degree.

This fundamental property of the retrieval model, or rather its matching
function, can be described as being either “exact match” or “best match”.171

Another way of describing the same thing is that the matching function can
be either an “identity function” or a “nearness function”.172

For best-match-functions, some form of threshold value can be used to
specify a limit for the degree of matching. The criteria used in these models
for determining whether something is part of the result set can also be used
as the basis for ranking the documents in some order. But the criteria for
ranking can be based on other things, such as publication date, document
type or weighted zone scoring (assigning different weight to different terms
of the document, depending on where in the document they are present).

In the following, three large classes of retrieval models will be covered
(boolean, vector space and probabilistic, respectively). This is not the only
way of classifying retrieval models (one could add rule-based, cluster-based,
connectionist and semantical or logical models173), but it is a commonly
used classification.

Boolean retrieval models

Boolean retrieval is the simplest and the most predictable of the retrieval
models. Queries in this retrieval models consist of terms and connectors.
The simplest possible query has only a single term. The result of such a
query is the set of all documents that contain the term. If the user wants to
search for two or more terms, it must first be decided whether the wanted
result set is the set of documents containing all of the terms (using the AND
connector) or the set of documents that contains any of the terms (using
the OR connector).174

171Rijsbergen: Information Retrieval (see n. 163), p. 1.
172Bing: Handbook of Legal Information Retrieval (see n. 12), pp. 161.
173Turtle: Text Retrieval in the Legal World (see n. 17), p. 23.
174Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 1.1.
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More advanced queries can be constructed by grouping terms and con-
nectors using parentheses. As an example, to find cases on internet defama-
tion, the user wants documents that contain “internet” or any equivalent
term, as well as “defamation” or any equivalent term. The final query can
then be “(internet OR web OR online) AND (defamation OR slander OR
harassment)”. The query is processed by handling the parenthesized expres-
sions first (creating two disjunct sets of documents, each being the union of
three sets, one for each basic term), then creating the final result set (by
constructing the intersection of those two sets).175

The usage of terms in the description above (“disjunct sets”, “union”,
“intersection”) reflects the boolean retrieval model foundations of set the-
ory. The result set is unordered, i.e. all documents match the query in an
equal amount. There is, in the basic boolean model, no way of ranking the
documents according to relevance or similarity to the query. The notion of
relevance in the basic boolean model is that of a binary property where a
document is either relevant to a query or it is not.

If the information is available, it is possible to sort the result set accord-
ing to date of publication, author, document type, etc, which in many cases
can be good enough.176

There are several ways of ranking result sets based on the query in
boolean search systems. We will briefly describe two approaches for this.

Weighted zone scoring:177 Many types of documents consists of sev-
eral distinct parts. A scientific paper will usually have a title, an abstract,
the main body of text, and a concluding list of references. A legal case will
have a headnote and the main text of the decision (both of which can be
broken up in yet smaller parts). By considering each such part an indepen-
dent zone, and applying the boolean query to each in part, we get a set of
match / no-match results for each zone. By assigning different weights to
different zones, such as the weights add up to 1.0, we can calculate a final
score between 0 and 1 for each document with respect to the boolean query.
If our corpus documents all have a title (weight 0.4), an abstract (weight
0.3), a body (weight 0.2) and a references zone (weight 0.1), and that a
particular document only satisfies the query for the title and body zones,
the score for that document will be 1*0.4 + 0*0.3 + 1*0.2 + 0*0.1 = 0.6.

This mechanism can be further extended to allow each zone to score

175A more evolved implementation of this strategy, where the user would enter a series
of synonym groups, each group forming a conceptor, was researched in the NORIS project
at NRCCL in the early 1980s. This strategy allowed for basic ranking of the result set, see
Jon Bing: Text Retrival in Norway, in: Program 15.3 (1981), pp. 150–162, here pp. 157
176One interesting example is the AustLII search interface (at

http://www.austlii.edu.au/), which allows for sorting the result set according to ci-
tation frequency, so that documents that are often cited by other documents occurs
before documents that are less often cited
177Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 6.1.
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values other than 0 or 1 by allowing for partially successful boolean matches
(such as counting a zone which have three out of four required terms as 0.75
instead of 0).

It can also be used for documents without clearly delimited zones, for
example assigning the weight 0.5 for the first 10% of the document, and then
lower weights for successive 10% segments, on the theory that terms that
are central to the topic of the document will appear early in the document.

Extended Boolean retrieval:178 The terms used in a query will of-
ten have different relative importance for expressing the information need.
Likewise, the terms contained in a document will have different importance
for distinguishing documents. Very common terms (such as “law” or “right”
in a legal document corpus) will be present many times in almost all doc-
uments. More specific terms (such as “reunification” or “inadmissibility”)
will be present in relatively few. It makes sense to consider terms that are
common in a particular document but uncommon in the corpus as a whole –
i.e. terms that are “uncommonly common”179 – to have more weight when
ranking documents. In the extended boolean model, these weights are used
to calculate a similarity between the query and the document.

In order to calculate this weight, we need to introduce a pair of metrics
that have proven to be useful not just for extended boolean retrieval, but
information retrieval and text processing in general: the term frequency
(TF) and the inverse document frequency (IDF).180 There are a number of
different ways of calculating these, but in the simplest case, TFt,d is simply
the count of how many times the term t occurs in document d. IDF is
calculated by first calculating the document frequency (DFt) by counting
how many documents the term occurs in out of the collections total N
documents, and then calculating IDFt = log N

DFt
.

IDFt thus becomes a measure of how unlikely it is that a document would
feature a certain term. Once we have these values, we can calculate the TF-
IDF value as TF -IDFt,d = TFt,d× IDFt. The TF-IDF value for term t and
document d is highest when it occurs many times in that document, but few
times in the corpus as a whole – i.e. when it is “uncommonly common”.

The extended boolean retrieval model can be seen as a hybrid between
the exactness of boolean retrieval and the sophisticated term weighting of the
vector space model, described below. In fact, the algorithm has a constant
p whose value can vary from 1 to ∞ , the effect of which is to create results
more like the standard boolean model (when p = ∞), or more like vector
space models (when p = 1).181

Variations of extended boolean searching have been central in legal in-

178Salton/Fox/Wu: Extended Boolean Information Retrieval (see n. 170).
179Karlgren: Information Retrieval: Statistics and Linguistics (see n. 102), sec. 3.1.2.
180For a complete description of TF and IDF, including different normalization schemes,

see Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101), sec. 6.2
181Salton/Fox/Wu: Extended Boolean Information Retrieval (see n. 170), p. 1025.
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formation retrieval, for example being the default search method (called
“Terms and connectors”) in the Westlaw system.182

Vector space models

As stated earlier, a retrieval model is defined in part by how it represents
documents and queries. In the standard boolean model, the documents are
simply represented by the inverted index (the collection of the dictionary
and the postings lists of the system). In the vector space model (VSM), this
index can still be used, but the main document representation is that of a
vector in a multidimensional document space.183

The concept of multidimensional vectors can perhaps best be understood
by considering three-dimensional vectors and extrapolating from this. A
vector is a direction in a space. We commonly think of regular space as
three dimensional, but mathematically, a space can have any number of
dimensions.

Consider an IR system whose corpus contains three (very short) docu-
ments:

• A: “retrieval”

• B: “legal information”

• C: “legal information retrieval”

As the vocabulary of this system has three terms, it can be described by
three-dimensional vectors:

Document “legal” “information” “retrieval”

A 0 0 1

B 1 1 0

C 1 1 1

By comparing these vectors, we can see which documents are more like
each other. In this simple example, it is easy to see that document B is
more like document C (two of three terms in common) than it is like doc-
ument A (no terms in common). For larger document collections, both the
construction of vectors, and the comparison of them, gets more complicated.

Regarding the construction of vectors, just having each dimension being
either 0 or 1 is not expressive enough. A document where a term occurs 20
times should have a higher value for that term (dimension) than a document

182Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101), p. 15.
183G. Salton/A. Wong/C. S. Yang: A Vector Space Model for Automatic Indexing, in:

Communications of the ACM 18.11 (Nov. 1975), pp. 613–620.

51



3.1: General information retrieval

where the term occurs only once. In practice, variants of TF-IDF weighting
are used to calculate a value for each term in a document vector.184

Regarding comparison, the standard way of comparing two vectors is to
calculate the cosine distance (or cosine similarity) between the two vectors
x and y having M terms:185 ∑M

i=1
xi×yi√∑M

i=1
x2
i×

√∑M

i=1
y2i

The numerator is the result of the dot product of the vectors, while the
denominator is the product of the euclidean length of each vector.

Other similarity measures than cosine distance can be used. In 1982,
Tapper experimented with a similarity measure specific for case law docu-
ments, where the elements of the vectors to be compared are based on cited
and citing case (citation vectors), instead of indexed terms.186

As we can see, the use of vector space models are not restricted to in-
formation retrieval, but can be used for e.g. document clustering, i.e. au-
tomatically classifying documents (either in predetermined categories or by
constructing categories from how similar documents cluster together).

In fact, as presented so far, there has been no notion of how to repre-
sent queries, only documents. We will describe query representations below,
but first, we should observe an important thing about document similarity:
“closely associated documents tend to be relevant to the same requests”,
also known as the cluster hypothesis.187 Methods for clustering or categoriz-
ing documents can therefore immediately have applications in information
retrieval in that they allow us to expand a initial result set, presumably one
with high precision and lower recall, into a larger result set that improves
recall without sacrificing (much) precision.188

But without a starting document, how do we go from our information
need to a result set? By expressing our information need in the form of a
(short) document, which is then converted to a query vector (using similar,
but not necessarily identical term weighting as the document vectors), and
then comparing this to all available document vectors.189

184Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),
sec. 6.2.2.
185Ibid., sec. 6.3.1.
186Tapper: An experiment in the use of citation vectors in the area of legal data (see

n. 158).
187Rijsbergen: Information Retrieval (see n. 163), p. 30.
188A similar approach based on boolean models is described in Benny Brodda: Gimmie

More O’ That. A Potential Function in Document Retrieval Systems?, in: Peter Seipel
(ed.): From Data Protection to Knowledge Machines. The Study of Law and Informatics,
1990, pp. 251–270
189Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 6.3.2.
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As noted, the assumption in VSM based models is that similar docu-
ments have a tendency to be relevant to each other (when regarding the
query in the same way as a document). This in turn assumes a notion of
relevance as a continuous function between queries and documents. A doc-
ument can be more or less similar to a query, and thus more or less relevant
to the query.

Probabilistic models

The boolean model can be extended by ranking the result set. Probabilistic
models, in contrast, has no fixed result set. Instead the entire document
corpus is ranked according to the probability ranking principle.190

This principle was first formulated by M.E. Maron and J. L. Kuhns in
1960 in the following terms:191

If P (A.Ij , D1) > P (A.Ij , D2), then D1 is more relevant than D2.

It was later reformulated in a way that might be easier to understand
by van Rijsbergen:192

“If a reference retrieval system’s response to each request is a
ranking of the documents in the collection in order of decreasing
probability of relevance to the user who submitted the request,
where the probabilities are estimated as accurately as possible
on the basis of whatever data have been made available to the
system for this purpose, the overall effectiveness of the system to
its user will be the best that is obtainable on the basis of those
data.”

As a principle, it seems sound. But how do we estimate the probability
that a particular document is relevant to a request? There are a number of
different ways to do that.

We will cover one of the more basic probabilistic models, known as the
Binary Independence Model. This model (BIM for short) attempts to esti-
mate the probability of a document being relevant to a query using Bayes
theorem and a number of simplifying assumptions.

Both document and query are viewed as simple vectors (like in VSM)
where each dimension in the vector is either 1 (meaning the term is present
one or more times in the document or query) or 0 (meaning the term isn’t
present). This simple representation accounts for the “Binary” in BIM. The
other simplifying assumption, which it shares with VSM, is that document

190Ibid., sec. 11.2.1.
191Maron/Kuhns: On Relevance, Probabilistic Indexing and Information Retrieval (see

n. 165), p. 221.
192Rijsbergen: Information Retrieval (see n. 163), p. 88.
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terms are considered to be independent of each other. This is an assumption
shared with many other models, known as the “bag-of-words” assumption,
and accounts for the “Independence” in BIM.

The process of ranking a document set using BIM consists of calculating
a retrieval status value (RSV) for each document and query. Calculating
this requires two estimates:

• pt
(1−pt)

: The odds of a term t appearing in a document that is relevant
to a query. This is often set to 0.5 initially, but may change as we
learn more about the ratio of relevant documents to nonrelevant (e.g.
by relevance feedback mechanisms).

• ut
(1−ut)

: The odds of a term t appearing in a document that is nonrel-

evant to a query. This is often set to DFt/N , that is the document
frequency for t (i.e. the number of documents that the term appears
in) divided by the total number of documents.193

Once we have these odds, we can calculate the individual odds ratio (the
odds that the term appears in a relevant document, divided by the odds that
it appears in an irrelevant document) for each term, and then calculate RSV
for document d and query q, where wt,d is the document vector dimension
for term t (1 if present, 0 otherwise) and wt,q is the same for the query:194

RSVd =
∑M

t=1wt,d × wt,q × log(pt(1−ut)
ut(1−pt)

)

It should be noted that when using the suggested value for pt
(1−pt)

, the

weighting function log(pt(1−ut)
ut(1−pt)

) (also known as the RSJ-weight, from its

authors Robertson and Spärck-Jones) becomes a variant of inverse document
frequency (IDF).195

As stated above, BIM makes a number of assumptions; the assump-
tion that terms appear independently of each other is hardly correct.196

Nevertheless, it works well in practice, although a number of other prob-
abilistic models perform better.197 Nowadays the BM25 algorithm (com-
monly named Okapi BM25) is considered state-of-the-art in probabilistic

193Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),
sec. 11.3.3.
194Equation from ibid., sec. 11.3.1, adjusted for easier comprehension after the example

in Martin Eriksen: Rocchio, Ide, Okapi och BIM. En komparativ studie av fyra metoder
för relevance feedback, MA thesis, Högskolan i Bor̊as, 2008, p. 17
195Ibid., p. 17.
196Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 11.3.
197Fabio Crestani et al.: ”Is This Document Relevant?...Probably”: A Survey of Proba-

bilistic Models in Information Retrieval, in: ACM Computing Surveys 30.4 (Dec. 1998),
pp. 528–552 contains a survey of commonly used models
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retrieval.198

Based on this introduction to probabilistic models, we can say a few
things about what assumptions it makes about relevance.

The user expresses an information need through a set of terms. From
these, a relevance number (e.g. RSV) can be calculated. This relevance
number has a continuous scale. Unlike boolean retrieval, probabilistic re-
trieval has ranking built-in. But like boolean retrieval, it assumes a binary
notion of relevance. The relevance number represents the probability of
the document being relevant to the information need, not the extent of its
relevance to same.

3.1.2 Link analysis

As we have seen, the three basic families of retrieval models have, at its core,
rather simple idea of what relevance is. For boolean retrieval, a document
is relevant to the query if its terms place it in the set of documents that the
query specifies. For vector space models, similarity between a document and
a query acts as a proxy for relevance between the same. For probabilistic
models, the relevance probability is based on relative term frequencies and
term weights in the document, the corpus and the query.

In all three models, we try to represent the query and the documents as
an unordered set of terms.199 These terms can be an unstructured concor-
dance, automatically extracted, of the words contained in the documents or
they can be a carefully engineered hierarchical taxonomy of important con-
cept in whatever domain the documents are concerned with.200 A document
can be indexed using both these approaches (automatically, by extracting all
terms from the full text of the document, and manually, by having a domain
expert read and classify it). Yet neither of these approaches is infallible. It is
hard to find synonyms or adapt to changes in language when automatically
extracting terms.201 Manual (intellectual) indexing is inherently subjective,
and even the same indexer may sort the same document under different
terms depending on which context the document is presented in.202

There are other aspects of documents besides which terms they contain
(or can be indexed under). Examples of such aspects are publication dates

198Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),
sec. 11.4.3.
199In some advanced probabilistic models, term ordering may be considered
200An example of such an engineered taxonomy is the Eurovoc classification scheme,

which contains over 6000 terms or descriptors. Much EU legal information such as case
law and secondary law is manually indexed using Eurovoc.
201Although not impossible – according to the distributional hypothesis words with simi-

lar meanings tend to occur in the same context. The technique of random indexing can be
used to find synonyms in this way. See e.g. Magnus Sahlgren: An introduction to random
indexing, tech. rep., SICS, Swedish Institute of Computer Science, 2005
202Bing/Harvold: Legal Decisions and Information Systems (see n. 7), p. 41.
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and authors. Such properties can be used to narrow searches with very high
precision, if the user’s information need can be expressed using these prop-
erties (if a user wishes to see legal cases from after a certain point in time,
it is trivially easy to construct a query system that only returns such cases).
This is an example of how to use non-term properties of documents to create
better IR systems. Another approach is to make use of how documents refer
to each other.

The nature of references

A reference is any sort of mention of one document (or a certain part of
a document) in the text or metadata of a document. The referencing and
the referred document may be one and the same, in which case we may
talk about internal references. A document may make any number of such
references, and the referenced documents may in turn refer to yet other
documents. Together, the set of documents form a graph or a network
which we call a citation network. References are always directed, i.e. it has
a source and a target, and these two are not interchangeable. This means
that the resulting graph is a directed graph. In most settings, references are
time-bound in that they can only be made from a newer document to an
older document, and not in the other direction (as the newer document did
not exist when the older document was written). The exception for this is
documents that can be updated or revised, as the revision can incorporate
references to newer documents (but of course, such an updated document
can be considered newer than the document it points to, bringing us back to
strict time-bound references). In these cases, the result is a directed acyclic
graph, i.e. a graph with no cycles in that it is impossible to start at any
document, follow outgoing references and end up at the starting document.

In order to be useful as a reference, it must be unambiguous, i.e. it must
be possible to uniquely identify the document that is referenced. Under this
definition, mentions such as “Saracevics seminal article” or “The supreme
court’s landmark civil rights decision” are not references in themselves, al-
though they may be put in context in a way that make the targets uniquely
identifiable. When references are used in information retrieval, the require-
ment for restriction is made more stringent as the automated IR system
must be able to interpret the reference in order to use it.

References may be so implicit that they require significant interpretation
and background knowledge from the reader. When it comes to legal infor-
mation, this opens up questions of the authority of references, particularly
when a certain interpretation is fixed in the form of a machine-readable ref-
erence in the digital manifestation of a source, whereas the printed source
had an implicit reference.203

203Sjöberg: Critical Factors in Legal Document Management (see n. 45), pp. 146.
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How references are used

Some examples of the use of references:

• In academic publishing, authors make references to earlier research
(in the form of papers, dissertations and similar documents) to indicate
the origin of information, methods and ideas used.204

• In case law, courts make references to earlier cases dealing with sub-
stantially similar issues. These are used to justify the decision, both
when deciding in the same way or, when some key facts differ, deciding
in another (distinguishing the case).

• On the web, authors refer to other resources (pages) by creating links
to the resources’ location (URL). These are used for a multitude of
reasons, but they all enable visitors to retrieve the referenced resource
by a simple click.

What references indicate

A reference is in most cases a form of endorsement. When an academic
refer to an earlier paper, this most often indicates that the content of that
paper is scientifically sound and contains useful information. When a court
cites an earlier case they primarily do it in order to justify their decision on
the basis of the earlier case. And when a web page author creates a link
to another page, thereby making it easy for readers to access the page, the
action implies a recommendation.

But this is not always the case. Academics may refer to earlier research
to criticize its methodology or refute the claims made. Courts may cite a
case in order to overturn the precedent set therein. And web authors may
disagree with the content of the page they’re linking to.

The assumption that a reference implies endorsement is at the founda-
tion of bibliometrics. As discussed in sec. 2.3.2, bibliometry deals with using
citations in academic publications to create rankings of journal impact fac-
tor. A number of limitations of or problems with that approach have been
identified, including obliteration through incorporation, self-citations, nega-
tive citations, and the effect of document age and literature size.205

Such problems are common in other citation networks as well. But as
the success of Google and PageRank show, they are not problems of such
magnitude that they make citation analysis unworthwhile.

204David Easly/Jon Kleinberg: Networks, Crowds, and Markets: Reasoning about a
Highly Connected World, 2010, p. 378.
205Geist: Using Citation Analysis Techniques For Computer-Assisted Legal Research In

Continental Jurisdictions (see n. 162), pp. 72.
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Aspects of the citation network

As mentioned, the references in our three examples form a graph, where
each document is a node, and each reference is an edge. Graph theory has
long studied networks of many kinds, including information networks such
as the ones described above.

First, we must observe, with respect to our earlier discussions about
different types of relevance (sec.2.3.1, ranging from objective to subjective
relevance), that references are an objective manifestation of a subjective
judgment. Each author decides, with at least some measure of subjectivity,
which sources to reference. But once cited, there exist an objective record
of this subjective decision. The citation network in any document collection
then becomes an objectively measurable property of a series of subjective
assessments.

Secondly, in general network theory, there are two classes of networks
that are of particular interest. A small-world network is defined as a network
where the distance for two random nodes, measured in number of hops
along edges of connected nodes, grows proportionally to the logarithm of
the number of nodes in the network. This means that even in very large
graphs, the distance between two nodes is surprisingly small.206

The degree distribution of a network is a measure of how the edges in
the network are distributed between the nodes. If the distribution is one
where a few nodes have a large number of connections, and a large number
of nodes have few or no connections, the distribution follows a power law.
Such a network is known as a scale-free network. By contrast, a random
network would have a bell-curve degree distribution.207

These classes are interesting because of the mechanisms that build them.
Why is a particular web page often linked (it may be because it is well written
and about a topic interesting to many, or it may be because it ranks highly
in search engines for a common keyword search, and thus is discovered by
many)? Why is a particular case often cited (it may be because it answers
an open question on how to classify certain facts of the case, or because it
formulates a new legal rule).

By looking at properties of the resulting graphs, we can corroborate
hypotheses about the network-building mechanisms.

206The name “small-world network” is derived from the concept “small world phe-
nomenon”, the observation that in social networks, the distance between people is surpris-
ingly small. For more on the small world phenomenon, see Easly/Kleinberg: Networks,
Crowds, and Markets: Reasoning about a Highly Connected World (see n. 204), p. 611
207Geist: Using Citation Analysis Techniques For Computer-Assisted Legal Research In

Continental Jurisdictions (see n. 162), p. 61.
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Analyzing the citation network

Regardless of the properties of the citation network as a whole, analyzing
the citations themselves can be useful when ranking results. Using citations
as a base for IR had been studied in the 80s,208 but it was the advent of the
web that really initiated research into citation (or rather link) analysis on a
large scale.

Behind the idea of link analysis is the assumption that each link is a
form of endorsement. As we have discussed above, this assumption do not
always hold, but in general it’s a reasonable starting point. A simple algo-
rithm based on this would be the InDegree-algorithm, which simply ranks
documents according to the number of other documents that contains ci-
tations to them.209 For many reasons, this approach does not scale to the
entire content of the web, so what is needed is some way of distinguishing
between endorsements that carry different weight.210

In the late 1990s’, three such suggestions were made almost simultane-
ously:

• Hyperlink Vector Voting (HVV):211 This model is based on the vector
space model, but instead of using terms extracted from documents, it
uses terms extracted from links to documents. The more links that
exists to a document (and more diversity in link anchor texts), the
greater the probability of that document ranking high in a query.

• Hyperlink-induced Topic Search (HITS):212 This model calculates two
scores for each document - the hub score (representing its value as a
useful resource list) and the authority score (representing its value as
an authority on its topic). These two scores are seldom high for the
same page, but a page with high authority need to be referenced by
many pages with high hub score, and vice versa.

• PageRank:213 This model calculates a single value for each document,
calculated in an iterative fashion. Conceptually, there is a finite amount
of this value (known as Pagerank) for the entire graph, and all pages

208See e.g. C. Tapper: The use of citation vectors for legal information retrieval, in:
Journal of Law & Information Science 1.2 (1981), pp. 131–161, W. Bruce Croft/Howard
Turtle: A retrieval model incorporating hypertext links, in: Proceedings of the second
annual ACM conference on Hypertext (HYPERTEXT ’89), New York, NY, USA 1989,
pp. 213–224
209Allan Borodin et al.: Link Analysis Ranking: Algorithms, Theory, and Experiments,

in: ACM Transactions on Internet Technology 5.1 (2005), pp. 231–297, here p. 234.
210Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101), sec. 21.
211Yanhong Li: Toward a Qualitative Search Engine, in: IEEE Internet Computing 2 (4

1998), pp. 24–29.
212Jon M. Kleinberg: Authoritative Sources in a Hyperlinked Environment, in: Journal

of the ACM 46 (1999).
213Page et al.: The PageRank Citation Ranking: Bringing Order to the Web. (See n. 159).
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initially have the same amount. For each iteration, the value for each
page gets redistributed to all pages that it links to (divided by the
number of links). Pagerank values thus “flow” within the link graph
until an equilibrium is reached.214 This model is the most well known
by association with the Google search engine, which used this model
initially. The exact algorithm used by Google today is not generally
known, but it is widely believed to be a HITS-derived algorithm known
as Hilltop.215

These models (particularly HITS) have been subject to much improve-
ment and research.216 HITS have also been applied to case law citation
networks from the US Supreme Court with good results.217

3.1.3 Evaluation of information retrieval

IR systems are developed and used in order to help users find relevant infor-
mation. They have been subject to much research and improvement for half
a century. But how can we tell whether they are getting better? Indeed,
what does “better” even mean for an IR system?218

The first, and still dominant, approach for evaluating the performance
of IR systems was the so-called Cranfield experiments in the late 1950s.219

The resulting methodology is known as the Cranfield paradigm, and is built
upon a series of predefined document collections, information needs (known
as Topics) and a set relevance judgments for these documents and topics
known as the gold standard (or, alternatively, ground truth). Using these,
it is possible to measure a number of key metrics from the system in an
automated and precise fashion. The most important of these are precision
and recall. A simple description of these is as follows:220

Precision refers to how many of the presented documents are actually
relevant in the particular context (e.g. to a search query, or in a “related
documents” browsing interface element). If the system presents ten docu-
ments, and three of these are relevant, the system has a precision of .3.

214There are a number of other steps, primarily to avoid the problem of “sinks” (nodes
that are linked to, but does not in turn link to other pages) capturing all Pagerank available
in the system
215Easly/Kleinberg: Networks, Crowds, and Markets: Reasoning about a Highly Con-

nected World (see n. 204), p. 413.
216See e.g. Longzhuang Li/Yi Schang/Wei Zhang: Improvment of HITS-based Algo-

rithms on Web Documents, in: WWW2002, 2002, pp. 527–535 and Borodin et al.: Link
Analysis Ranking: Algorithms, Theory, and Experiments (see n. 209)
217James H. Fowler/Sangick Jeon: The authority of Supreme Court precedent, in: Social

Networks 30 (2008), pp. 16–30.
218C.f. p. 10
219Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 8.8.
220Rijsbergen: Information Retrieval (see n. 163), p. 114.
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Recall refers to how many relevant documents are presented in a partic-
ular context (e.g. to a search query, or in a “related documents” browsing
interface element) - if there are ten relevant documents in the system, and
eight of these are displayed, the system have a precision of .8.

It has often been observed that precision and recall are opposite metrics.
A system that has high precision will have low recall, and vice versa. In order
to have a single metric that emphasizes the trade-off between precision and
recall, the F-measure was developed by van Rijsbergen.221 It is the weighted
harmonic mean of precision and recall.222

The above measures work fine for evaluating boolean, non-ranked sys-
tems. But for ranked systems, it becomes more crucial that the results near
the top really are relevant. There have been a number of measures proposed
for evaluating ranked sets. The most common metric today is the mean
average precision (MAP).223 It is a metric for an entire series of informa-
tion needs (topics), which consists of the mean of the average precision for
each single information need. The average precision in turn is calculated by
taking the precision of the top k results for a single information need, and
then calculating the average of these as k varies from 1 until whatever value
is needed to retrieve all relevant results. Graphically, the average precision
can be thought of as the size of the area under the precision/recall curve.

If the relevance judgments in the gold standard are graded, instead of
binary, the above metrics cannot take that extra information into account.
Rpref is an evaluation metric, based on the earlier bpref, which take graded
judgments into account.224

The Cranfield paradigm has been criticized from many aspects. It as-
sumes a very system-oriented view of relevance,225 and the fact that it uses
expert-curated information needs and corresponding relevance judgments
instead of real users masks the fact that what we really want to know about
a system is its ability to satisfy actual users. Real users seldom know how to
construct an optimal query for a system, and their satisfaction depend on a
number of things that are more difficult than recall, MAP and f-measures to
measure. Particularly user interface considerations can have a large effect
on satisfaction. It is possible to evaluate user satisfaction, but it us much
more difficult (and expensive).226 The Cranfield paradigm thus remains the

221In it’s original form, it was known as the effectiveness measure, defined in ibid., p. 134
as the complement of what today is known as the F-measure, see ibid., sec. 8.8
222Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),

sec. 8.3.
223Ibid., sec. 8.4.
224Jan DeBeer/Marie-Francine Moens: Rpref - A Generalization of Bpref towards Graded

Relevance Judgments, in: SIGIR ’06, 2006.
225Birger Hjørland: The Foundation of the Concept of Relevance, in: Journal of the

American Society for Information Science and Technology 61.2 (Feb. 2010), pp. 217–237,
here p. 218.
226Manning/Raghavan/Schüze: Introduction to information retrieval (see n. 101),
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predominate evaluation methodology in information retrieval.227

3.2 Legal information retrieval

3.2.1 History

It is not surprising that legal information retrieval systems have been de-
veloped and studied for a long time. Interest in efficient legal information
retrieval predates actual automated legal information systems, as evidenced
by e.g. the publication Shepard’s Citations, which started in 1873228 and
still lives on. The publication, which essentially is a database of citations
between cases in US courts, sorts these citations by cited case. A lawyer
who, in court filings, wishes to cite a legal rule stated in an older case, needs
to make sure that the principle formulated in the older case has not been
superseded or distinguished by later cases. It is also important to know if it
has been extended by later cases. By following the citations listed in Shep-
ard’s Citations, the 1873 lawyer could make sure that ones’ legal arguments
were up to date. This practice is so common that it has become a verb - to
“shepardize a case” means to follow these citations to discover later cases
that may further develop the legal rule(s) presented in the first case.

In 1945, Bush wrote the influential essay “As we may think”,229 which
describes a futuristic vision of the information tools that the author expected
to develop in the coming years, and what they would mean for the scien-
tist, the knowledge worker and society in general. The main tool described
was called the Memex, which would use microfilm for information storage
and a navigation system which enabled the machine to navigate through
thousands of volumes. In particular, the concept of “trails”, or the process
of connecting information contained in different volumes, is reminiscent of
today’s hypertext based information systems.

Inspired by Bush’s vision, the lawyer Kelso speculated what such a de-
vice would mean for the practice of law. In an essay the following year, he
described a specialization of the Memex machine, in Kelso’s vision dubbed
Lawdex.230 In particular, he envisioned that “all decisions, all new text
books, rules, regulations, statutes, commercial data, accounts of relevant
political facts, and the like” would be published in a standardized microfilm-
based format that could be used directly by the machine.231 He also envi-
sioned that publishers of this data would, when preparing it, evaluate the

sec. 8.6.2.
227Chris Buckley/Ellen M. Voorhees: Retrieval Evaluation with Incomplete Information,

in: SIGIR ’04, 2004.
228Garfield: Citation Indexes for Science - A New Dimension in Documentation through

Association of Ideas (see n. 103), p. 108.
229Vannevar Bush: As We May Think, in: The Atlantic, July 1945.
230Kelso: Does The Law Need a Technological Revolution? (See n. 29).
231Ibid., p. 388.
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weight of it, “so that a lawyer can, if he prefers, review only four-star data on
the problem – i.e., data of the greatest weight in controlling the problem.”232

While some of the aspects in these early visions, such as the usage of
analogue microfilm, seem antiquated, other aspects, such as the interactive
creations of user trails between different texts, or the associative organization
of knowledge, still feels like the cutting edge of information management.

It would not take long until the first applications of computer-based
information systems to the problem of laws. In 1956, Horty and Kehl ran
a project to study and improve the health statutes of Pennsylvania. A
newly passed bill mandated that the phrase “retarded child” be changed
to “exceptional child” in all statutes. In order to solve this problem, the
project entered all statute text on punch cards, and then performed what
essentially was a keyword search to find all the places in the texts where the
word “retarded” preceded the word “child”.233

The following decades of research and development of legal information
systems have been described in great detail by e.g. Bing and Harvold in
1977,234 and again by Bing in 1984.235 We refer to these texts for further
information about the early history of legal IR.236

3.2.2 The legal reasoning process

The process of retrieving legal information (henceforth the legal IR process)
takes place within a context where the IR activity is supportive of some
larger process. These larger processes have been described in slightly dif-
fering ways by Bing237 and Wahlgren.238 The steps in this process can be
uniformly characterized as the following:

1. Identification of legally relevant facts: After having established
that there exist a problem which may have a legal nature, a lawyer
(or any other legal expert) extracts the legal problem of the situation.
A legal problem can be described as any problem for which a legal
argumentation can contribute to a solution. After isolating the legal
aspects of the problem, the lawyer establishes probable and proven
facts of the case. Note that even though relevancy with respect to facts

232Ibid., p. 390.
233Bing: Handbook of Legal Information Retrieval (see n. 12), p. 257.
234Bing/Harvold: Legal Decisions and Information Systems (see n. 7).
235Bing: Handbook of Legal Information Retrieval (see n. 12).
236They are freely available online at http://www.lovdata.no/
237Primarily in Bing: Handbook of Legal Information Retrieval (see n. 12), but see also

Bing/Harvold: Legal Decisions and Information Systems (see n. 7) and Jon Bing: Legal
Decisions and Computerized Systems, in: Peter Seipel (ed.): From Data Protection to
Knowledge Machines, 1990, pp. 223–250
238Primarily in Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelli-

gaence and Law (see n. 15) but see also idem: Legal Reasoning: A Jurisprudential Model,
in: idem (ed.): Scandinavian Studies in Law vol. 40. Legal Theory, 2000
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of the case is a crucial step for high quality legal reasoning, this is a
different form of “relevance” as compared to its meaning in information
retrieval, legal or otherwise. This step is termed Identification by
Wahlgren,239 and Introduction and The facts of the case by Bing.240

2. Search for relevant legal norms: The identified facts are used as
input for the retrieval process. The goal of the retrieval process is
to find legal norms that can advance or support a legal argument for
arriving at a certain decision. Legal norms are not the same thing as
legal sources, but the latter can be used when arguing that the former
exists. In any legal system there are certain meta-norms (the doc-
trine of legal sources) which govern what sources can be used for this.
These meta-norms designate a collection of legal statements (statutes,
prejudicial cases, preparatory works and the like) which are texts from
which norms can be construed. It is this collection of texts that in-
formation retrieval technologies can search. This step is termed Law
search by Wahlgren,241 and Legal sources and The retrieval process by
Bing.242

3. Interpretation of rules: After having found textual sources that can
form the basis of an argument, the next step is to interpret the exact
meaning (or possible meanings) of these rules. The problems and
possibility of legal interpretations are far too numerous to describe
here, as well as out of scope for the topic of this thesis. But we
must be aware that interpretation, like search, is bound by legal meta-
norms, and that these may have effect on how search is performed. In
particular, the reconciliation (harmonization) of seemingly conflicting
norms is often based on the differing importance of different sources.
This step is termed Interpretation by both Wahlgren243 and Bing.244

4. Applying the rules to facts: After having a set of interpreted rules,
it is in theory a simple step to apply the rules to the established facts
at hand in order to arrive at a decision. This step is termed Rule
application by Wahlgren,245 and The normative interval by Bing,246

239Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and
Law (see n. 15), p. 153.
240Bing: Handbook of Legal Information Retrieval (see n. 12), pp. 7.
241Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and

Law (see n. 15), p. 172.
242Bing: Handbook of Legal Information Retrieval (see n. 12), pp. 13.
243Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and

Law (see n. 15), p. 188.
244Bing: Handbook of Legal Information Retrieval (see n. 12), p. 26.
245Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and

Law (see n. 15), p. 203.
246Bing: Handbook of Legal Information Retrieval (see n. 12), p. 37.
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5. Evaluating the result: The decision process, like the legal IR process
in itself, is iterative and may need to be repeated based on what has
been learned. By evaluating the result of the rule application, the
lawyer can feed back this knowledge into a new repetition of the entire
process. This step is termed Evaluation by Wahlgren,247 and The
result - and feedback from the result by Bing.248

The subject of this thesis is, in a nutshell, about ways to make step 2 (The
search for relevant legal rules) more effective so that step 3 (Interpretation
of rules), can be faster, simpler and with less uncertainty.

3.2.3 The legal information retrieval process

When we are new to a subject, we don’t often know enough to formulate
useful queries. Harvold recently attributed the success of Google in general
information retrieval to the fact that the queries rarely contain much that
we can use to infer the users actual needs from. This information must be
found elsewhere.249

Even though the user may have the same basic problem through the
whole research process (e.g. determining the validity of a proposition of law
- a problem which is independent of any particular person tasked to solve
it), the users information need shifts through the process. To start with,
the user needs background knowledge of the subject area. In many cases,
parts of the retrieval processes will be performed intuitively as the lawyers’
memory and training enables the lawyer to find the relevant area of law,
statutes and precedent. Once comfortable with the basic concepts, the user
can attempt to do an initial matching of facts of the case with the most
prominent concepts of the law and norms regarding those concepts.

The main retrieval process begins with the user formulating a query that
attempts to find norms which have conditions that matches the facts of the
case (and, if arguing for any particular solution, with consequences that
results in that solution). The query will, in a sense, be a representation of
the facts of the case.

The result of executing this query will be a set of legal sources. From
these, the lawyer will interpret or extract the legal norms. If applicable
legal norms cannot be found in the sources (or rather, if not all applicable
norms can be found), the lawyer will reformulate the query. It’s this iterative
process that is the core of legal research.

As the user finds one or more norms that can potentially be used, the
information need shifts to become more concerned with finding examples or

247Wahlgren: Automation of Legal Reasoning - A Study on Artifical Intelligaence and
Law (see n. 15), p. 217.
248Bing: Handbook of Legal Information Retrieval (see n. 12), p. 40.
249Harvold: Is searching the best way to retrieve legal documents? (See n. 38).
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definitions, some sort of assurance that the user’s thinking so far is consis-
tent with established legal practice in the field. During this process, one
or more coherent legal argument strategies may form in the users mind by
interpreting, applying and evaluating the found norms, possibly also iden-
tifying new relevant facts and rules. At the end, the information need has
shifted yet again and the user now tries to find possible problems with the
tentative strategy by looking for exceptions to the rule. If the user tries
diligently and fails, the strategy can reasonably be relied on. The paradox
of legal information retrieval is that it’s not until the end of this process that
the user understands the subject area well enough to formulate the queries
that was needed right at the outset.250

Since the information need shifts throughout this entire process, the rel-
evance of each potential document shifts as well. This may seem to be an
argument that there only exists subjective relevance. But actually, these
information needs are quite often not unique (to the user, the problem and
the legal sources at hand), but rather generic such as “I need an overview
of concepts in labor law” or “What are the possible allowed ways of ter-
minating an employment”. Even when getting down to the last stage of
the retrieval process, chances are that information needs like “Is harassment
against co-workers always a valid ground for dismissal?” have been well
studied and that there exists a list of resources that may objectively be
considered relevant for them.

At the time when Bing described the model of the legal decision process,
information drought was the problem. 251 Nowadays, the problem is the
opposite – physical factors determining availability are all but eradicated.
It is actually possible to have the total volume of legal sources relevant to
the case available in electronic versions. The problem instead becomes one
of information overload.

The fundamental aspect of Bing’s model is that there is a difference
between legal sources and legal norms. Legal sources can be expressed in
text and retrieved using computer based or manual methods. But it’s the
legal norms that can be used in the legal argument, which at the end of the
day is the core of legal work.

3.2.4 Using citation networks in legal information retrieval

Link analysis has proved to be useful in general IR. The citation between
cases form a citation network, which has many similarities with hyperlink
networks that link analysis algorithms have been applied to. How has this
citation network been used in legal IR?

250Peter Seipel: Juridik och IT. Introduktion till rättsinformatiken, 8th ed., 1997, p. 175.
251“Obviously, the lawyer does not have access to the total number of legal sources, but

only to the part of these sources which is available to him.” Bing: Handbook of Legal
Information Retrieval (see n. 12), p. 16
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We have already described a prominent system started in the analouge
IR era, that is Shepard’s Citations. As IR systems went from card index to
reference retrieval to full text retrieval, it was suggested that the structure of
legal information could be used in these systems. In 1970, Marx suggested
that the citation network formed by court cases could be used to select
relevant cases.252 The method suggested was to create automatic lists of
citing cases and presenting these in conjunction with the case cited – a
feature which now is common in legal IR systems.253 The ideas were also
tested by Marx on a subset of US supreme court cases.

Another early influential suggestion (that has already been mentioned)
was Tappers idea that citations to and from cases could be used to calculate
a similarity measure between cases.254 Like retrieval using the vector space
model, each case was represented as a vector, but based upon citing and
cited cases instead of terms appearing in the document (citation vectors).
Particularly interesting from a legal point of view was that Tapper did not
use the standard cosine distance function to calculate similarity, but rather
a custom function designed to take into account aspects of citation practices
that are particularly distinguishing – for example, citations to very old cases,
cases in other jurisdictions (some of the example cases were from US federal
courts, which may cite case laws from other states) or citations from higher
to lower courts.

A third notable project was the SCALIR system, designed by Rose
and Belew.255 It was built upon the connectionist model of information
retrieval,256 in which a network is constructed between terms and other
symbols found in the corpus, combined with machine learning techniques.
In many aspects it resembles a neural network.257 The interesting thing
about SCALIR in this perspective was that it used both inferred connec-
tions between nodes (which is common in connectionist models) but also
typed connections representing actual legal citations, be them from statute-
to-statute or case-to-case.

252Marx: Citation Networks in the Law (see n. 157).
253For example, the EURLEX service offers this possibility for all documents in the

system through the “Select all documents mentioning this document”
254Tapper: The use of citation vectors for legal information retrieval (see n. 208) and a

more complete report in Tapper: An experiment in the use of citation vectors in the area
of legal data (see n. 158)
255Rose/Belew: A connectionist and symbolic hybrid for improving legal research (see

n. 40).
256Described in Turtle: Text Retrieval in the Legal World (see n. 17), p. 34
257More properly called articifial neural networks, these are composed of a large number

of units (“neurons”) connected by input and output links that have a associated mutable
weight. Each unit performs local computations based on information from input links, and
distribute the result through its output links. The exact configuration of the network and
how computation is performed is not explicitly designed, but evolved through training the
network with a learning algorithm. See Stuart Russel/Peter Norvig: Artificial Intelligence
- A Modern Approach, New Jersey 1995, p. 567
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Unfortunately, these attempts were not followed by many other experi-
ments during the 1980s and 1990s. It was sometimes remarked that legal IR
systems should make better use of citations,258 and that they were under-
exploited in retrieval systems.259 It is only in the last few years that a number
of promising new approaches to utilizing citation networks in legal IR have
begun to show up. These projects are described in more detail in sec. 4.3

3.3 Formalizing a function for jurisprudential rel-
evance

One way of identifying landmark cases is to observe which cases gets refer-
enced the most often by peer cases relating to the same topic.260

Popularity might not be the same as relevance, but as the success of
link analysis ranking in general IR show, it might be a useful indicator of
relevance. Regarding case law, one must ask the question “If no one ever
references a legal case, what are the chances of it being relevant”. Especially
in areas with a lot of precedents, the fact that a case has gone uncited for
years may indicate that it does not contain useful information, even if it
may appear to be on point.

If we do assume that popularity is a useful indicator of relevance, we can
design a ranking function for legal IR systems that take into account the
relationship between documents.

This function can be expressed in several forms. We therefore define
some parameters for the function.

The first parameter is the basic link analysis ranking algorithm used.
This algorithm should be run on the graph or set of graphs determined by the
other two parameters. In the prototype system, three such algorithms are
available: InDegree, PageRank and HITS. As HITS produce two values for
each document (its hub value and its authority value), we select the authority
value. This follows the suggestions from Fowler and Jeon’s examination of
the US Supreme Court citation network.261

The second parameter is the subset of the total citation network that we
should use. The general rule is that to construct the citation network for a
particular TFEU article, we only count citations from documents that cite
that particular article. We can further restrict the graph by only counting
citation to cases which in turn also cite that particular article.

The third parameter is how to account for the fact that some cases may

258Dabney: The Curse of Thamus: An analysis of Full-Text Legal Document Retrieval
(see n. 7), p. 40.
259Turtle: Text Retrieval in the Legal World (see n. 17), p. 48.
260David James Miller/Harry R. Silver/Andrew L. Freisthler: Landmark Case Identifi-

cation System and Method, US Patent 2006/0041608, Feb. 2006, at 0009.
261Fowler/Jeon: The authority of Supreme Court precedent (see n. 217).
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only have had a few years to gain authority, while others that in earlier
years may have gained large amounts of authority but none in recent years
(age compensation). We can either use no compensation and only consider
scores as they are determined by the current citation network. Or we can
use a year-based averaging of scores by calculating authority scores from the
citation network graph of all cases that existed in 1955, then the graph of
all cases that existed in 1956, and so on, and then divide the sum of those
authority scores with the age in years of each case.
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Chapter 4

Previous work

The legal information retrieval field has a rich history of ideas concerning
relevance and different ways of assessing it in automated ways. In this
overview, only those ideas that have been put to test in actual systems are
mentioned. More theoretical ideas are mentioned in section 2.4 and 3.2.4.
The below list is by no means exhaustive.

Attempt has been done to put different studies under suitable headings.
This thesis falls under the last category, “Citation analysis”

4.1 Automated concept indexing and classification
for retrieval

In traditional full text information retrieval, a set of terms are extracted
from the text of the document. The documents are indexed under these
terms, and the total set of terms in the systems can be massive (as many as
there are unique words in the corpus). This process can be augmented by
assigning a similar but smaller set of terms based not on the wording, but
the concepts and meaning of the document by the process of classification.
Having documents assigned to a set of smaller, carefully crafted taxonomy
of terms can help tremendously in crafting high-precision queries, and can
increase recall as well. But this classification is very costly to do by hand,
and human classifiers are often inconsistent in their decision. Automating
this process can lower costs as well as increasing retrieval performance.

SCALIR:262 Traditional full-text retrieval uses only surface qualities
of the legal text. As the language in law is lexically and semantically am-

262A shorter description of primarily technical aspects in D. E. Rose/R. K. Belew: Legal
Information Retrieval: A Hybrid Approach, in: Proceedings of the second international on
conference on artificial intelligence and law, 1989, pp. 138–146, a longer report including
legal theory aspects in Rose/Belew: A connectionist and symbolic hybrid for improving
legal research (see n. 40). The Ph.D. dissertation describing the system is reviewed in
Jon Bing: Book Reviews: A Symbolic and Connectionist Approach to Legal Information
Retrieval, in: Information Processing & Managment 31.6 (1995), pp. 903–910
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biguous, open-ended and dynamic, traditional retrieval usage patterns give
worse-than-expected recall.263 In the SCALIR system, an AI-derived ap-
proach was used, combining symbolic AI, using explicit knowledge and links,
such as references to cases and statues as well as term usage, with connec-
tionist AI, using neural networks and subsymbolic manipulation. This cre-
ated a layered network of nodes, where each node could be a term, a case, or
a statue section. Nodes were connected by differently weighted links, form-
ing a neural network to identify relevant cases for a query, and providing
the opportunity to improve the network using user feedback.

Jurisconsulto:264 A system for retrieving cases in Brazilian penal court.
The system is built around traditional information retrieval using the vec-
tor space model. The core of the invention is automated metadata extrac-
tion through a controlled vocabulary (semi-automatically created) and a
thesaurus (manually created from the vocabulary). Each document is rep-
resented with a key/value-list representing different properties of the case
(such as defendant, crime type, damages, etc) and a search is done by en-
tering metadata in the form of a similar key/value-list. Traditional “nearest
neighbor”-matching selects the most relevant cases.

Concept-based ranking:265 Automatic construction of a thesaurus
from a corpus of 500 000 documents. The thesaurus contains information
about broader and narrower terms, as well as synonyms and related terms.
The thesaurus is constructed using a belief network,266 then using this to
rank results in a more sophisticated way than classic query expansion. The
process improves precision of results, not just recall.

Austrian Supreme administrative court:267 Experiments in auto-
matic classification and clustering of documents using vector space models
and the clustering algorithm k-means. A new clustering method (keyword
clustering), based on the behavior of legal professionals when they classify
tax law cases, was developed. It is based on pre-fixed sets of keywords

263Blair/Maron: An Evaluation of Retrieval Effectiveness for a Full-text Document Re-
trieval System (see n. 37).
264Tania C. D’Agostini Bueno et al.: JurisConsulto: Retrieval in Jurisprudential Text

Bases using Juridical Terminology, in: Proceedings of the ICAIL-99 conference, 1999.
265Maria L. Silveira/Berthier Ribeiro-Neto: Concept-based ranking: a case study in the

juridical domain, in: Information Processing & Management 40 (2004), pp. 791–805.
266A belief network, also known as a bayesian network, is a system of nodes representing

probability for individual variables, and a set of connections between nodes representing
direct influence between variables. See Russel/Norvig: Artificial Intelligence - A Modern
Approach (see n. 257), p. 436 and also H. Turtle/W. B. Croft: Inference networks for
document retrieval, in: SIGIR ’90: Proceedings of the 13th annual international ACM
SIGIR conference on Research and development in information retrieval, New York, NY,
USA 1990, pp. 1–24 for a application of belief networks (in the article called inference
network) in information retrieval
267Ingo Feinerer/Kurt Hornik: Text Mining of Supreme Administrative Court Juris-

dictions, tech. rep. 51, Department of Statistics and Mathematics Wirtschaftsuniversitü
Wien, Mar. 2007.
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and finds that this yields almost perfect results (compared to legal expert
classification).

Experiments in dichotomic clustering (partitioning documents in dis-
junct sets either dealing or not dealing with a particular regulation) were also
performed using both string kernels and support vector machines (SVM).
SVM was found to yield better results.

4.2 Knowledge engineering and case based retrieval
approaches

Knowledge engineering uses techniques more associated with artificial intel-
ligence than information retrieval. The focus is on representing the meaning
and concepts featured in the text in such a way that it can be used for auto-
matic reasoning. The system described by Cooper in 1971 in his description
of “logical relevance” is a precursor to these approaches.268

One important class of applications for knowledge engineering is expert
systems, which uses large knowledge bases and automatic reasoning (through
infering new facts from facts contained in the knowledge base) in order
to assist users with answering questions. The knowledge base that these
systems operate on is usually constructed with the help of domain experts.269

Knowledge representation model for legal cases:270 A database
of 150 tort/damages cases where for each case is manually extracted: (I)
issues (legal questions) and sub-issues (requisites) are manually extracted,
(P) factors favorable for either party (P), and (F) contextual features that
are important for the decision but is not directly in favor of either party (such
as the roles of the damager and the damages). By calculating a trinary IPF
value for each case, a list of relevant cases can be found by ranking on IPF
score. The relevance connections matches the explicit legal case cites in the
actual text of the cases.

Comprehensive Legal Ontology:271 In computer and information
science, a ontology is a formal specification of concepts within a domain,
including hierarchies (such as Ordinance is-a Statute) and other relations.272

268See sec. 2.2.4 and Cooper: A definition of relevance for information retrieval (see
n. 64)
269Richard Susskind: Expert Systems In Law, Oxford 1987, p. 9.
270Yiming Zeng et al.: A Knowledge Representation Model for the Intelligent Retrieval

of Legal Cases, in: International Journal of Law and Information Technology 15.3 (2006),
pp. 299–319.
271Erich Schweighofer: Computing Law: From Legal Information Systems to Dynamic

Legal Electronic Commentaries, in: Cecilia Magnusson Sjöberg/Peter Wahlgren (eds.):
Festskrift till Peter Seipel, 2006, pp. 569–584 and Erich Schweighofer/Doris Liebwald:
Advanced lexical ontologies and hybrid knowledge based systems: First steps to a dynamic
legal electronic commentary, in: Artificial Intelligence and Law 15.2 (July 2007)
272Schweighofer: Computing Law: From Legal Information Systems to Dynamic Legal

Electronic Commentaries (see n. 271), p. 572.
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A legal ontology is thus a formal specification of concepts within the legal
domain. The work on the Comprehensive Legal Ontology (CLO) is an effort
to construct a legal ontology that can be used for reasoning about legal
questions. This is not yet a working system, only a plan for how such a
system could be constructed.

Semantic events:273 Using natural language processing (NLP) to ex-
tract “events” (including states and attributions) from legal text. For in-
stance, in the sentence “The defendant replied that no city permit was nec-
essary because the defendant’s lands enjoy interjurisdictional immunity”,
the events “replied”, “permit”, “enjoy” and “immunity” can be extracted.
Based on experiments that were performed on a small selection of Canadian
crime cases, hypotheses that similarity between event structure in texts can
be used to improve precision and ranking.

4.3 Legal citation analysis

Citation vectors:274 By observing the citation patterns in English and
American legal cases, a number of assumptions about these cases were made.
In particular, case A citing case B, and B being decided close in time, by a
lowly remote court, probably means that in all contexts where A is relevant,
B is also relevant. By modeling each case as a vector, and then comparing
vectors, cases can be correlated and clustered.

SCALIR: This system was described in sec. 4.1, but it deserves special
mention in this section due to the fact that it utilizes explicit legal citations
between statutes and cases.

Semantics-Based Legal Citation Network Viewer:275 Observes
that two cases can both cite a single older case for reasons of different legal
topics. By using NLP techniques on a corpus of US cases, the system can
distinguish different topics by analyzing the text around the citation (the
reason for citing), and creating separate citation networks for each legal
topic. The resulting topical networks are visualized and browsable.

AustLII:276 The Austrialian Legal Information Institute (AustLII) makes
available case law for Australian juridictions. The information is available in
highly structured form, including citations between cases. In their custom

273K. Tamsin Maxwell/Jon Oberlander/Victor Lavrenko: Evaluation of Semantic Events
for Legal Case Retrieval, in: Proceedings of the ESAIR ’09 conference, 2009.
274Tapper: The use of citation vectors for legal information retrieval (see n. 208) and

Tapper: An experiment in the use of citation vectors in the area of legal data (see n. 158)
275Paul Zhang/Lavanya Koppaka: Semantics-Based Legal Citation Network, in: Proceed-

ings of the ICAIL ’07 conference, 2007.
276Andrew Mowbray/Philip Chung/Graham Greenleaf: Free-access case law enhance-

ments for Australian law, tech. rep., AustLII, 2008 and Graham Greenleaf/Philip Chung/
Andrew Mowbray: The Long Tail(s) of the Law: An exploratory study, in: Law via
the Internet 2011 Conference, Hong Kong, Abstract and presentation available from
http://www.hklii.hk/conference/programme, 2011
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search engine,277 one of the alternatives for ranking results is by citation
frequency (other options are by database, date, relevance or title). The
structure of the citation network has further been analyzed in a study.278

Lovdata:279 Describes problems with traditional legal IR through search
interfaces - if one does not know which particular document to look for, it’s
hard to find documents since one doesn’t know which terms they use. An
alternative is to navigate through links. Ends with a summary of statistics
for the Lovdata database

US Supreme Court Authority:280 Confirms that the authority score
of the HITS algorithm corresponds (and even predict) what lawyers find
important, using the citation network of the US Supreme Court history.

Austrian supreme court citation network:281 Observes that the
Austrian supreme court citation pattern forms a scale-free network. Uses
link analysis to determine the importance of each case, and determines that
citation count correlates with relevance.

Distance measures:282 Legal citation networks form, through the time-
bound formation of citations, a class of graphs known as acyclic digraphs.
For this class of graphs, a distance measure based on the occurrence of
“sinks” (nodes that are referenced, but do not themselves reference any-
thing) is defined. This measure is used on the citation network of the US
Supreme Court history to find clusters. Compared to traditional graph clus-
tering (or community detection) algorithms defined on general graphs, this
method yields a better clustering more correlated with actual legal concepts
that occurs in those cases.

277Available at http://www.austlii.edu.au/forms/search1.html
278Greenleaf/Chung/Mowbray: The Long Tail(s) of the Law: An exploratory study (see

n. 276).
279Harvold: Is searching the best way to retrieve legal documents? (See n. 38).
280Fowler/Jeon: The authority of Supreme Court precedent (see n. 217).
281Geist: Using Citation Analysis Techniques For Computer-Assisted Legal Research In

Continental Jurisdictions (see n. 162).
282Michael J. Bommarito II et al.: Distance Measures for Dynamic Citation Networks,

in: Physica A 389.19 (2010), pp. 4201–4208.
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Chapter 5

A prototype of a legal
relevance function

As stated in the introduction, the hypothesis put forth in the introduction
have been tested against a document collection consisting of the case his-
tory of the European Court of Justice. Following standard IR evaluation
methodology (in the Cranfield paradigm tradition), a series of information
needs (sometimes described as Topics) have been specified, and a set of rel-
evance judgments (the gold standard) have been created.283 This is tested
against two different IR systems; one (the baseline) being built on best-of-
breed general probabilistic retrieval algorithms, and the other built on the
set of algorithms specified in sec. 3.3. The results are evaluated using the
mean average precision (MAP) metric.

5.1 Corpus, citation network and information needs

5.1.1 Document collection

The document collection was fetched from the English EURLEX database at
August 1st, 2011, and consists of 14 327 decisions from the European Court
of Justice (ECJ) and the General Court (EGC). Each case has a basic set of
metadata such as its identifier, date of decision, and similar properties. More
importantly, it contains 254 698 links to cited statutory law (the founding
treaties, directives and similar) and ECJ case law. Of these, 107 473 are
links to other ECJ cases. These constitute the citation network. The links
to statutory law provides a useful mechanism for restricting the network to
just those cases that directly refer to e.g. a particular treaty article.

The document collection was fetched from the English EURLEX database
at August 1st, 2011, and consists of 14 327 decisions from the European
Court of Justice (ECJ) and the General Court (EGC). Each case has a basic

283For more on IR evaluation methodology, see sec. 3.1.3
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set of metadata such as its identifier, date of decision, and similar proper-
ties. More importantly, it contains 254 698 links to cited statutory law (the
founding treaties, directives and similar) and ECJ case law. Of these, 107
473 are links to other ECJ cases. These constitute the citation network.
The links to statutory law provides a useful mechanism for restricting the
network to just those cases that directly refer to e.g. a particular treaty
article.

The Treaty of Lisbon resulted in substantial changes to the EU treaties,
including changing the name of “The Treaty establishing the European Com-
munity” (TEC) to “Treaty on the Functioning of the European Union”
(TFEU), and a complete re-numbering of the articles. A similar renumber-
ing occurred with the Amsterdam treaty. TFEU contains 385 articles, each
mainly dealing with a single concept.

Older case law does not refer to the articles as numbered in the Lisbon
treaty, but instead using the numbering established in the older Amsterdam,
Maastricht or Rome treaties. A table of equivalencies between these treaties
was constructed, so that old case law that references e.g. article 30 in the
original Rome treaty was considered in the same way as a newer case that
referenced the substantially same article 34 in the Lisbon treaty.

5.1.2 Information needs

Each information need used in evaluation is specified as a need to find the
most illuminating legal cases (the landmark cases) for understanding the
topic of the article in question. Constructing a gold standard set of judg-
ments for each article would require a substantial amount of work for little
benefit. The ten most significant articles, based on case law citation fre-
quency, were selected.

For the baseline system, the text of each article is used to construct a
query consisting of a set of terms. These terms are selected by treating each
article as a document, the treaty in full as a collection, doing basic stemming
on both sets of terms,284 and then selecting the top 5 terms with highest
TF-IDF value. The theory behind this is that these terms will be the most
significant for expressing the topic of the article. A better baseline could be
constructed by manually creating a set of query terms.

For the prototype, the query is based on the subset of the citation net-
work that cites each individual article. Only such cases, and all such cases,
that directly cite a particular article were part of the result set for that article
(including equivalencies as described above). They were then ranked using
either the entire citation network or a restricted network (only including
cases that cited the same or an equivalent article).

284Stemming is the process of reducing different inflections of a word to a common basic
form or “stem”, see Karlgren: Information Retrieval: Statistics and Linguistics (see n. 102),
sec. 3.2
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5.1.3 Document structure

Both TFEU and the cases are available in electronic form from EURLEX.
The consolidated version of TFEU, meaning that changes to the original
treaties that were made by the adaption of the Treaty of Lisbon have been
incorporated into the text, was used.285

As available from the EURLEX service, both the treaty and the cases
lack semantic structure. In order to analyze the citation patterns, we need
at least some semantic information. For the treaty itself, we need to be able
to tell which articles it contains, and the text of each article. For each legal
case, we need at least its CELEX number, the case number, the date and
a list of other cases (identified by CELEX numbers) that the current case
cites.

Since the treaty and in particular the legal case collection are both so
vast, it would not have been practical to do this work manually. Instead,
a program capable of automatically downloading and analyzing both treaty
and cases was developed. This program recreates the content of both treaty
and cases with added semantic information in the form of a XHTML+RDFa
document.

This automatic processing is further described in appendix A.

5.1.4 Citation network properties

Before describing the prototype and the evaluation, it may be interesting to
examine a few key aspects of the citation network that the corpus forms.
These aspects can be visualized as graphs.

In the first graph, we examine the degree distribution of the entire net-
work. We can observe that it exhibits scale-free network properties – more
cases gets cited zero times than one, more cases get cited once than twice,
and so on. The graphs x-axis is cut off at maximum 40 citations. This is
because beyond that point there are very few cases with that number of
inbound citations, but a few outliers have a massive number of citations
(around 300). Setting a cut-off point helps focusing on the interesting parts
of the graph.

285As of the time of writing at the url
http://eur-lex.europa.eu/LexUriServ/LexUriServ.do?uri=OJ:C:2008:115:0001:01:EN:HTML
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In the second graph, we examine the degree distributions of citation net-
work that are restricted to just citations from cases that also cite a specific
TFEU article (this is the same network type known as “unrestricted” in the
algorithm configuration below). Again, we can see that the degree distri-
bution in general mirror the degree distribution of the entire network, with
some small individual differences.
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In the third graph, we examine correlations between the age of the case
and the number of citations it has received. Each point in the graph is
colored accordingly to how many cases of that age have been cited that
many times. As could be expected, older cases (10-20 years) receive the
most citations. What is perhaps initially more confusing is the relatively
low number of highly cited cases that are 30-40 years. Since many of the
true landmark cases from ECJ is of that age, one would expect many highly
cited cases from that era. One explanation is offered in the lower part of
the graph, where it becomes evident that the volume of cases in recent years
dwarfs the number of cases that ECJ produced 30-40 years ago.
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5.2 Prototype construction

The system was written as a Python application that creates a set of static
result set pages.286 The same system performed the baseline queries (in-
cluding selecting significant query terms), executing the queries with the
prototype algorithm, as well as evaluating the results against the gold stan-
dard judgments.

The baseline was created by loading the text of each case into an embed-
ded Whoosh index.287 This index was searched and ranked using Whoosh’s
built-in BM25F probabilistic ranking algorithm.

For evaluating the algorithm (in it’s different configurations), the meta-
data from all cases was extracted into a RDF database (the Sesame triple
store). This was then queried using SPARQL to yield sets of cases (depend-
ing on algorithm configuration) including information of how they cited
each other and treaty articles. The information was loaded into a NetworkX
graph.288 The prototype was based on the NetworkX implementations of
the InDegree, HITS and PageRank algorithms.

More information about the prototype system, including information on
how to download, install and recreate the results, is available in appendix
A.

286Python is a interactive, interpreted, dynamic computer language available at
http://www.python.org/.
287Whoosh is a Python library for embedded IR systems, available from

https://bitbucket.org/mchaput/whoosh/wiki/Home.
288NetworkX is a Python library for graph constructing and analyzing graphs, available

from http://networkx.lanl.gov/.
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5.3 Evaluation

5.3.1 Set of information needs

Below is the set of information needs used. Each information need is based
on an article in the TFEU. Corresponding numbers for the previous TEC is
provided, as well as a short description of the subject matter of each article.

Art. (TEC) Subject matter
263 230 Provisions governing the institutions (Direct action for annulment)
101 81 Competition (Anticompetitive agreements)
267 234 Provisions governing the institutions (Preliminary rulings)
107 87 Competition (Restrictions on state aid)
108 88 Competition (Restrictions on state aid)
296 253 Provisions governing the institutions (Requirements for legal acts)
258 226 Provisions governing the institutions (Actions against member states)
45 39 Free movement of workers

288 249 Provisions governing the institutions (Adoption of secondary law)
34 28 Customs union (Quantitative import restrictions)

5.3.2 Set of baseline queries

These were the (stemmed) terms with highest TF-IDF value for each article.
These terms are used with the OR combinator when constructing a query
for that article. The query is run on an index stemmed in the same way,
and the result set is ranked using BM25F.

Art. Terms
263 vi legal produc brought intend
101 undertak concert categori practic share
267 tribun rais question court pend
107 aid certain grant divis germani
108 aid ha grant plan made
296 select proportion type refrain case
258 matter opinion opportun latter observ
45 employment public entail embodi worker

288 bind entireti leav address but
34 quantit equival import prohibit restrict

5.3.3 Gold standard relevance judgments

A set of judgments considered to be highly relevant for each article was con-
structed. The relevance judgments were made based on whether the case
was discussed at any substantial length (i.e. more than just a mention)
in the standard textbook “EU Law”.289 The theory behind this method of
judging was that any case considered illuminating or landmark-like would be
featured in such a textbook. All cases not described in any substantial way

289Josephine Steiner/Lorna Woods: EU Law, 10th ed., 2009.
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were considered not relevant. This includes cases that are only mentioned,
not described in any detail. As a rule of thumb, if a case is only mentioned
within parentheses, and the mention does not add any substantive informa-
tion about the reasoning in the case, it is not considered relevant. Note that
this method produced wildly differing sizes of relevant judgment sets from
to around 80 cases (article 263) to a single case (article 293).

Also note that only ECJ cases are considered. Particularly within the
field of competition law, the decisions of the Commission (which may be
appealed to CFI and ECJ) is considered a legal source. Such decisions are
not considered here.

Finally, no attempt to distinguish between different measures of rele-
vance was made. Some cases are clearly of a more landmark-like quality.
For example, concerning article 34 (the full text of which reads, “Quantita-
tive restrictions on imports and all measures having equivalent effect shall be
prohibited between Member States.”, the cases 8/74 (Dassonville), 120/78
(Cassis de Dijon) and the joined cases C-267/91 and C-268/91 (Keck and
Mithouard) are of enormous importance and clearly more central to under-
standing the rules of quantitative restrictions than e.g. case C-67/97 (Ditlev
Blume). This distinction is not made in the gold standard judgment set,
partly for reasons of evaluation (most evaluation metrics including MAP
assume binary relevance judgments) and partly for difficulties drawing the
line between “landmark-like” and simply “important” cases.

The full list for all relevant cases for the information needs, with notes,
is available in Appendix B.

5.3.4 Results

These are the results of running the 12 variations of the algorithm, together
with the baseline algorithm, and evaluating it against the gold standard
using the MAP metric:

Conf 263 101 267 107 108 296 258 045 288 034 MAP
base 0.014 0.011 0.013 0.039 0.022 0.000 0.073 0.029 0.025 0.007 0.023
IUU 0.126 0.017 0.095 0.108 0.193 0.005 0.173 0.054 0.216 0.055 0.104
IUR 0.034 0.009 0.050 0.031 0.083 0.005 0.116 0.026 0.094 0.028 0.048
ICU 0.089 0.015 0.091 0.084 0.204 0.002 0.176 0.034 0.193 0.034 0.092
ICR 0.033 0.007 0.038 0.026 0.083 0.003 0.125 0.021 0.095 0.024 0.046
HUU 0.030 0.006 0.018 0.109 0.154 0.003 0.215 0.035 0.247 0.015 0.083
HUR 0.015 0.006 0.052 0.039 0.120 0.004 0.207 0.022 0.158 0.027 0.065
HCU 0.049 0.008 0.032 0.066 0.087 0.005 0.194 0.098 0.046 0.010 0.059
HCR 0.030 0.006 0.055 0.030 0.058 0.011 0.207 0.036 0.073 0.030 0.054
PUU 0.139 0.051 0.150 0.100 0.274 0.005 0.144 0.124 0.073 0.051 0.111
PUR 0.023 0.009 0.062 0.051 0.038 0.050 0.104 0.051 0.066 0.029 0.048
PCU 0.058 0.053 0.051 0.069 0.074 0.001 0.105 0.066 0.028 0.023 0.053
PCR 0.023 0.013 0.046 0.039 0.032 0.020 0.067 0.043 0.039 0.034 0.035

The configurations are named after the three parameters:

• Whether age compensation was used: comp (C) or uncomp (U).
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• The base link analysis algorithm: indegree (I), hits (H) or pagerank
(P).

• Whether analysis was performed on a restricted or unrestricted graph:
restr (R) or unrestr (U).

Below is a graph showing the average precision for each information need
for the top five performing configurations, as well as for the baseline. In the
top right legend, the MAP score for each configuration is found as well.
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baseline: MAP 0.023
indegree_uncomp_unrestr: MAP 0.104

indegree_comp_unrestr: MAP 0.092

hits_uncomp_unrestr: MAP 0.083

hits_uncomp_restr: MAP 0.065

pagerank_uncomp_unrestr: MAP 0.111

From this graph, it is clear that link analysis-based ranking outperforms
our baseline (probabilistic ranking) for our defined information needs. An
anomaly in the above graph is the performance for Art. 108. This can be
tracked to the extremely small set of relevant cases in the gold standard (a
single case) compared to the large number of cases citing that article (921
cases). In order to get a high AP score in such circumstances, that single
relevant case must place very near the top of the ranked results.
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Chapter 6

Conclusion and future work

6.1 Analysis of results

Compared to the baseline algorithm, all link analysis ranking algorithms
performed better on almost all information needs. This confirms our third
hypothesis in sec. 1.4. But the different configurations had very varying
performance.

The configuration options for age compensation and citation network re-
striction was introduced on the theory that they would increase performance
by either making more data available (historical progression of a case’s au-
thority) or by restricting data for a higher quality dataset (only counting
such citations that appear to be on topic). Neither of these options turned
out to yield better performance in most cases. This could be because these
options were suboptimally implemented (there might be better ways of com-
pensating for age and to restrict an optimal citation network), or it could
be because the non-compensated, non-restricted options hit a “sweet spot”
in terms of available data.

When using link analysis ranking in web search engines, algorithms that
estimate the authority of a node from the authority of linking nodes have
a clear advantage, as not every page on the web should be equally trusted.
However, at a first glance it would seem that every judgment from the ECJ
should be equally trusted in terms of the how much authority one could infer
from a citation. If that were the case, one would expect the InDegree-based
configurations to perform as well as or better than the more complex HITS
and PageRank models.

Yet, the result seem to show that one particular configuration of Page-
Rank is slightly superior to the other configurations for most of the infor-
mation needs, as well as in MAP score, although close runner-ups include
two InDegree-based configurations. The relatively low performance of the
HITS based configurations was surprising giving their good performance in
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the US Supreme Court study by Fowler and Jeon.290

6.2 Analysis of method

The method of this thesis has been a combination of jurisprudence method
and jurimetrical methods. The main hurdle has been to combine results
from these two methods into a cohesive whole.

The fact that many of the more sophisticated definitions of relevance
provide no way of actually assessing it, particularly not in graded terms
and in automated ways, means that we cannot use them to build better
legal IR systems. Instead, we must use what we can automatically assess,
such as popularity. Assuming that this correlates with relevance, ranking
on popularity may be a workable way of creating better legal IR systems.
Our evaluation shows this to be the case.

The fact that popularity correlates with relevance may not be so strange
when considering that citations are make based on individuals’ relevance
assessments. For the problem domain we have chosen, the information needs
are not that unique, and other people, including ECJ judges, have had
similar needs, which resulted in the citations. With this interpretation,
popularity is not just a correlated value with respect to relevance; it is
actually a proxy for it.

This study has dealt with a very limited set of tests, and in particular
the methodology for creating the tests and the gold standard is very rudi-
mentary. Some suggestions for improving the methods follow in the next
section.

6.3 Suggestions for future work

This is, comparatively, a small study. If time and resources were infinite,
it would have been improved in many directions. Some of these directions
may instead suggest future work:

• Better data: In this study, only case citations from other cases were
counted. But one could yield citation data from other sources as well.
Jurisprudential literature contains a rich set of citations, and thanks to
the relatively uniform way of citing ECJ cases (through case numbers),
extracting this data is not that difficult. Even general news or the
larger web could act as a source of citations, but since these sources
less often use case numbers. The gold standard set of judgments used
for evaluating could also be better, e.g. by manual compilation of EU
law experts.

290Fowler/Jeon: The authority of Supreme Court precedent (see n. 217).
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• Better variety: Earlier studies on citation patterns in case law has
come to similar conclusions regarding general citation patterns; pri-
marily that citation networks tend to form scale-free networks, and
that these networks in turn may be useful for determining relevance.
But particularly considering the different performance between differ-
ent configurations of the ranking algorithm, it might prove illuminat-
ing to see if the different configurations perform similarly when run on
other case citation networks, such as US or continental case law.

• Better algorithms: The ranking algorithm used is fairly simple.
In particular, the age compensation and graph selection options are
implemented in a very simple way. Both these options can be imple-
mented in various ways, some of which may increase the performance
substantially. Legal cases are rich with metadata other than citations,
which can be used both to augment the citation network (by for exam-
ple giving extra weight to unusual citation patterns) and to influence
ranking in general. One obvious thing to try is to combine the tradi-
tional keyword-based searching using e.g. probabilistic ranking with
the authority scores that citation analysis yields.

• Better theory: We have seen that calculating relevance from cita-
tion yields better performance, and we have elements of a theory for
why that should be the case. But we have not dug deep into the legal
method as practiced by e.g. ECJ, and what that method might mean
for the design of ranking systems. With better jurisprudential the-
ory, we might be able to formulate a thesis on the causation between
citations and relevance, not just the correlation.

• Better interfaces: In end-user IR systems, one key factor for produc-
ing end-user satisfaction is to give the user a controlled overview over
vast information resources. Visualizing the citation network might be
a novel but useful addition to the standard legal IR system interface.

• Better topics: In this study, we have for simplicity assumed that one
article in the TFEU correspond to one topic of interest. In reality, a
topic may be represented by only a part of an article, or several articles
in unison. A case may touch on several different topics. By defining
topics separately from articles, and using NLP techniques on case text
to identify separate topical citation networks, we might create more
realistic information needs for evaluations and thus better ranking for
end users.
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Appendix A

Technical description of the
prototype

The system was built as an extension of the existing lagen.nu system.291

Two new modules (EurlexCaselaw and EurlexTreaties) were built to
download and analyze the documents, as well as performing different kinds
of relevance rankings, and to evaluate the results. The code is written mainly
in python, and is licensed under the BSD license. The system can be set up
by anyone wishing to verify the results or develop the ideas further.

A.1 Acquiring, installing and running

A.1.1 Prerequisites

The system depends on Python and Java. Both these are cross-platform,
and the system has been developed on and runs on Windows, Mac OS X
and Unix.

• Python, at least version 2.5.292 Does not work with python 3.*

• The following third-party Python modules. Recommended way of in-
stalling is by using pip:293

– BeautifulSoup

– configobj

– genshi

– matplotlib

– mechanize

291Staffan Malmgren: Lagen.nu - Öppen rättsinformation, in: Lov & Data 97 (2009),
pp. 24–30.
292Available from http://www.python.org/download/
293Available from http://www.pip-installer.org/
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– networkx

– numpy

– rdflib

– simpleparse

– whoosh

• Apache Tomcat (preferably version 6.*).294

• The Sesame RDF triple store.295

• (For acquiring the source) Mercurial.296

A.1.2 Installing

First, set up the Tomcat server and deploy the openrdf-sesame WAR file to
it. You should be able to access http://localhost:8080/openrdf-sesame
and receive a simple welcome message. You must also deploy the openrdf-workbench
WAR file in order to create a repository for the data.

Next, download the code from the project mercurial server:

hg clone https://code.google.com/p/ferenda/ ferenda

cd ferenda

Make sure all prerequisites are met:

python ferenda-setup.py -preflight

A.1.3 Running

Set up a workspace for the document collection. This creates a new di-
rectory containing a configuration file (ferenda.ini) and a control script
(ferenda-build.py) for running various commands.

python ferenda-setup.py myworkspace

cd myworkspace

Note: You also need to create a repository in the Sesame triple store.
Instructions are given by the ferenda-setup.py script.

Enable the two modules we will be using (which adds some directives to
the ferenda.ini file):

python ferenda-build.py enable ferenda.sources.EurlexTreaties

python ferenda-build.py enable ferenda.sources.EurlexCaselaw

294Available from http://tomcat.apache.org/
295Available from http://www.openrdf.org/
296Available from http://mercurial.selenic.com/
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Now we’re ready to start processing data. There are three main steps to
this process: The downloading of treaty text and cases, the semantic analysis
of the downloaded raw texts, and the indexing of the resulting semantically
structured texts. First step:

python ferenda-build.py download_everything eut

python ferenda-build.py download_everything ecj

The latter will take several hours as it downloads over 14 000 individual
documents. You can verify the results in the data/eut/downloaded and
data/ecj/downloaded directories.

The next step is to perform the semantic analysis for the treaty and
the cases. This will take several hours as well (if you have a multiprocessor
machine, you can perform the case analysis in parallel over several processor
cores by appending --processes=4 to the last command):

python ferenda-build.py parse_all eut

python ferenda-build.py parse_all ecj

The next step is to collect all the semantic data into a big RDF database.
For ECJ cases, this command will also build an index for traditional IR using
the whoosh library.

python ferenda-build.py relate_all eut

python ferenda-build.py relate_all ecj

Now we’re ready to perform analysis on this set of data. The first step
will find out which TFEU articles are most often referenced, and from this
create a set of key terms for the baseline queries:

python ferenda-build.py analyze eut

The set of key terms are stored in data/eut/analyzed/keyterms.n3,
and can be adjusted prior to the next evaluation step, if desired.

The final step is to evaluate the performance of various configurations
of the link analysis ranking algorithms, as well as a reference baseline al-
gorithm, against the pre-determined gold standard relevance judgment set.
This set is stored in ../ferenda/res/eut/goldstandard.n3 and can be
adjusted as well. As the algorithms are run on a large set of different ci-
tation graphs (particularly the age-compensated configurations), they will
take around 30 minutes in all.

python ferenda-build.py evaluate eut

This will print out the various configurations MAP score, as well as
creating the graph shown on page 82. This should enable you to recreate
the results presented in this thesis.
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A.2 System and information architecture

The existing lagen.nu system was mainly built to create a useable, hyper-
linked web representation of Swedish law (statutes and cases).

A.2.1 Processing of information

Handling each particular source of documents is done by implementing a
python class (e.g. ferenda.sources.EurlexCaselaw) that derives from a
base class that implements basic functionality, which can be overridden if
desired. Each class has a short code (e.g. ecj) that is used for naming
directories and in other places where a short identifier is needed. It does
this in a five step process, three of which are illustrated above.

• download: Acquire the raw sources of documents in some way (nor-
mally by “spidering”, i.e. recursively downloading, them from the
web). Documents are stored in data/[sourceid]/downloaded.

• parse: Transforming the raw, unstructured sources into a semantically
rich XML representation. These are stored in data/[sourceid]/parsed/.

• relate: Extracting RDF metadata from the XML documents into a
RDF triple store (for the EurlexCaselaw module, this also creates a
whoosh index).

• generate: For each original document, create a structured but web-
adapted HTML document. This normally includes all text from the
original document, but also page navigation tools and may also pull
in information from other sources. E.g. for a statute this may add a
list underneath each article with legal cases that cite the article. Such
information is fetched from the RDF triple store.

• toc: Creates a set of static “Table-of-contents”-like pages sorted by
various criteria as an entry point to support browsing of information.

The steps analyze and evaluate were new to the system, and added to
support this thesis work.

A.2.2 Document representation and semantics

The goal of the parse step is to represent the document with high semantic
fidelity. This is done by analyzing the individual parts of the text, why they
have been put in a particular position, and with a particular font or other
visual attribute. A series of digits and hyphens in the top right-hand corner
of the document might be the date when the document was written. A
string put in bold, centered at the top of the page might be the title of the
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document. A string consisting of two individual words, traditionally used
as surname and family name, put at the bottom of the document might be
the name of the author of the document. And so on.

In many cases, the document will not be one of a kind. Court verdicts
are typically written in a style that is consistent for all verdicts by that
court, both regarding what text actually goes on the page, and where on
the page it’s placed.

We can represent this knowledge using a semantically oriented document
format. The common way to do this is to use XML, and to use a document
type definition or schema that can represent the semantic concepts in our
document. For statutory law, this will be things like the title of the act, the
enactment date and the individual articles. For a case report, this will be
things like the date of the verdict, the verdict itself, any dissenting opinions,
and headnotes. For this application in particular, it is important to be able
to represent references from cases to statutory law and other cases.

A.2.3 Semantical analysis of the corpus

TFEU has a hierarchical structure. Articles are contained within titles.
Each individual article consists of one or more paragraphs. The general
structure of the treaty is as follows:

<Body>

<Preamble>

<Part>

<Title>

<Chapter>

<Section>

<Article>

<Subarticle>

<Paragraph>

<UnordedList>

<ListItem>

<OrderedList>

This is a simplified view – not all articles have subarticles, ordered lists
contain ListItems, not all Titles have Chapters and Sections, but on the
whole this shows the hierarchical nature of the texts.

However, this structure is only appearent to the human reader. The
HTML code on the EURLEX website marks up every piece of text – whether
it is the start of a Part or a single ListItem – as a HTML paragraph. In order
to go from the non-semantic model of the EURLEX data where everything
is described as a paragraph, to the semantically more meaningful model
described above, a computer program containing a state machine based
parser was written. The output of this program is a XHTML rendition
of the TFEU structure.
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Consider the start of the actual TEU treaty text (not including the
preamble). In the EURLEX version, this is represented by the following
HTML (somewhat abridged):

<p>TITLE I</p>

<p>COMMON PROVISIONS</p>

<p>Article 1</p>

<p>(ex Article 1 TEU) [2]</p>

<p>By this Treaty, the HIGH CONTRACTING PARTIES establish

among themselves a EUROPEAN UNION, hereinafter called "the

Union" on which the Member States confer competences to

attain objectives they have in common.</p>

<p>This Treaty marks a new stage in the process of creating

an ever closer union among the peoples of Europe, in which

decisions are taken as openly as possible and as closely as

possible to the citizen.</p>

<p>The Union shall be founded on the present Treaty and on

the Treaty on the Functioning of the European Union

(hereinafter referred to as "the Treaties"). Those two

Treaties shall have the same legal value. The Union shall

replace and succeed the European Community.</p>

<p>Article 2</p>

<p>The Union is founded on the values of respect for human

dignity, freedom, democracy, equality, the rule of law and

respect for human rights, including the rights of persons

belonging to minorities. These values are common to the

Member States in a society in which pluralism,

non-discrimination, tolerance, justice, solidarity and

equality between women and men prevail.</p>

In this text, the only semantic element used is the <p> tag. Accord-
ing to the HTML specification,297 “The P element represents a paragraph”.
Clearly, some of the sections marked up as paragraphs could better be de-
scribed as headings, and some of them represent the start of structural
sections within the document (Titles and articles)

A more semantic representation of the same excerpt (using an ad-hoc
document type) would be:

<Title ordinal="1" ordinaltitle="TITLE I"

297see http://www.w3.org/TR/html4/
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title="COMMON PROVISIONS">

<Article exarticlenumber="(ex Article 1 TEU)"

id="A1" ordinal="1"

ordinaltitle="Article 1">

<Paragraph>

By this Treaty, the HIGH CONTRACTING PARTIES establish

among themselves a EUROPEAN UNION, hereinafter called

"the Union" on which the Member States confer

competences to attain objectives they have in common.

</Paragraph>

<Paragraph>

This Treaty marks a new stage in the process of

creating an ever closer union among the peoples of

Europe, in which decisions are taken as openly as

possible and as closely as possible to the citizen.

</Paragraph>

<Paragraph>

The Union shall be founded on the present Treaty and

on the Treaty on the Functioning of the European Union

(hereinafter referred to as "the Treaties"). Those two

Treaties shall have the same legal value. The Union

shall replace and succeed the European Community.

</Paragraph>

</Article>

<Article id="A2" ordinal="2" ordinaltitle="Article 2">

<Paragraph>

The Union is founded on the values of respect for

human dignity, freedom, democracy, equality, the rule

of law and respect for human rights, including the

rights of persons belonging to minorities. These

values are common to the Member States in a society in

which pluralism, non-discrimination, tolerance,

justice, solidarity and equality between women and men

prevail.

</Paragraph>

</Article>

</Title>

A state machine is a series of instructions modeling a system of different
states, and triggers that, depending on the input to that system, changes
the systems state.

Initially, the system is in the Body state. The system reads line after line,
and when a line consisting only of the text “PREAMBLE” is encountered,
the system moves to the Preamble state. Reading of lines continue, and when
a line with the text “PART ” followed by a roman numeral is encountered,
the system moves to the Part state. Defining the different possible states,
and the triggers to move from one state to another, is fairly simple once
the general structure of the document is known. While reading lines, the
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A.3: Extending the system

system creates objects for (possibly containing other objects) for every state
change, and adds the current line to the current object.

This results in an object structure that matches the document structure.
It is then simple to serialize this object model to a file. Above, we’ve used
XML syntax, but any other serialization syntax can be used.

A.2.4 RDF representation of EURLEX information

The XHTML rendition uses RDFa to represent high level semantic con-
structs in the documents to avoid loss of semantic fidelity. The RDF data
model relies on the concept of resources.298 A resource is anything that
one can make a statement about, and it’s represented by a URI. In the
treaty, we’d like to make statements about the treaty as a whole, but
also individual articles (and subarticles). Therefore, each article gets a
URI on the form http://lagen.nu/ext/celex/12008E001 for Article 1,
http://lagen.nu/ext/celex/12008E002 for Article 2 and so on. The URIs
are based on the existing CELEX numbers.

A.3 Extending the system

The system could be fairly simple to adapt to other datasets, such as national
case law, if the information is available in a structured format. I am very
interested to hear of any attempts to run and extend the code, and would
be happy to help using it to examine other legal information corpora.

Please send questions or notes of successes or failures to staffan.malmgren@gmail.com

298For more on RDF, particularly as it applies to legal information, see Staffan Malmgren:
Legal Information Systems and the Semantic Web, in: Stanley Greenstein (ed.): Vem
reglerar informationssamhället, 2011
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Appendix B

The gold standard

The process for creating this set of relevance judgments is described in sec.
5.3.3.

B.1 Article 101

(ex Article 81 TEC): Prohibition of prevention of competition. References
are taken from “EU Law”, section 29.2

These cases have a high ratio of Court of First Instance (CFI) to ECJ
verdicts. This could be because of a requirement to bring such cases up in
CFI, before they can be appealed to ECJ.

Celex Case

61964J0056 Établissements Consten SA v Commission (Joined cases 56, 58/64)
61965J0056 Société Technique Minière v Maschinenbau Ulm GmbH (Case 56/65)

61969J0005 Völk v Établissements Vervaecke Sprl (Case 5/69)
61969J0048 Impterial Chemical Industries Ltd v Commission (dyestuffs) (Case

48/69)
61972J0008 Vereeningn van Cementhandelaren v Commission (Case 8/72)
61976J0026 Metro-SB-Grossmärkte GmbH & Co KG v Commission (Case 26/76)
61978J0258 LC Nungesser v Commission (Case 258/78)
61980J0031 L’Oréal (Case 31/80)
61982J0096 NV IAZ International Belgium v Commission (Case 96/82)
61982J0107 AEG-Telefunken (Case 107/82)
61983J0229 Centres-Leclerc v ’Au Blé Vert’ Sàrl (Case 229/83)
61984J0025 Ford Werke AG v. Commission (Case 25/84)
61984J0161 Pronuptia v Schillgalis (Case 161/84)
61985J0089 A Ahlström OY v Commission (re wood pulp) (Joined cases C-

89,104,114, 116, 117, 125-129/86)
61986J0065 Bayer AG v Süllhöfer (Case 65/86)
61992A0066 Herlitz AG v Commission (Case T-66/92)
61994A0374 European Night Services v Commission European Night Services v Com-

mission (Joined cases T-374/94, T-375/94, T-384/94 and T-388/94)
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B.2: Article 263

Celex Case
61999A0112 Metropole Television v Commission (Case T-112/99)
61999A0319 Fenin v Commission (Case T-319/99)
61999J0309 Wouters (Case C-309/99)
62000A0185 Metropole Television SA (M6) and ors v Commission (Joined cases T-

185, 216, 99, 300/00)
62001A0208 Wolkswagen (Case T-208/01)
62002J0002 Bayer (Case C-2/02, C-3/01)

B.2 Article 263

(ex Article 230 TEC): Direct action for annulment by ECJ for legislative
acts etc by Council, Commission, Parliament and ECB. References from
chapter 12, except 12.7 (deals with article 264 (231 TEC)) and 12.8 (deals
with article 277 (241 TEC)

There seems to be relative few standout landmark cases that deal with
art 263. Rather, each miniscule aspect of each requirement have been defined
in several cases. Therefore, the list of relevant cases is rather long.

Celex Case
61955J0008 Fédération Charbommière de Belgique v High Authority (case 8/55)
61962J0016 Confédération Nationale des Producteurs de Fruits et Légumes v Council

(Case 16/62, 17/62)
61962J0025 Plaumann & Co v Commission (case 25/62)
61963J0106 Alfred Toepfer KG v Commission (cases 106 and 107/63)
61964J0001 Glucoseries Réunies v Commission (case 1/64)
61966J0008 8-11/66 Re Noordwijk’s Cement Accord
61970J0022 22/70 Commission v Council (Re European Road Transport Agreement)

AKA ERTA
61970J0041 41-4/70 International Fruit NV v Commission (No 1)
61970J0062 Werner A Bock KG v Commission (case 62/70)
61974J0017 Transocean Marine Paint Association v Commission (case 17/74)
61976J0026 26/76 Metro-SB-Grossmärkte GmbH & Co KG v Commission
61976J0101 101/76 Koninklijke Scholten-Honig NV v Council and Commission
61977J0103 Royal Scholten-Honig (Holdings) Ltd v Intervention Board for Agricul-

tural Produce (cases 103 and 145/77)
61977J0112 August Töpfer & Co GmbH v Commission (case 112/77)
61977J0113 Japanese ball-bearing cases (cases 113, 118-121/77)
61977J0118 Japanese ball-bearing cases (cases 113, 118-121/77)
61977J0119 Japanese ball-bearing cases (cases 113, 118-121/77)
61977J0120 Japanese ball-bearing cases (cases 113, 118-121/77)
61977J0121 Japanese ball-bearing cases (cases 113, 118-121/77)
61977J0123 UNICME v Council (case 123/77)
61979J0138 Roquette Frères SA v Council (case 138/79)
61979J0139 Maizena GmbH v Council (case 139/79)
61979J0730 Philip Morris BV v Commission (case 730/79)
61979J0789 789/79, 790/79 Calpak SpA v Commission

96



B.2: Article 263

Celex Case
61981J0230 230/81 Luxembourg v Parliament
61982J0011 AE Piraiki-Patraiki v Commission (case 11/82)
61982J0231 Spijker Kwasten BV v Commission (case 231/82)
61982J0239 239, 275/82 Allied Corporation v Commission
61982J0264 264/82 Timex Corporation v Council
61983J0145 Adams v Commission (No 1) (case 145/83)
61983J0294 294/83 Partie Ecologiste (’Les Verts’) v Parliament
61987J0302 302/87 Parliament v Council (Comitology)
61988J0070 C-70/88 Parliament v Council (Chernobyl)
61988J0152 C-152/88 Sofrimport v Commission
61989J0298 C-298/89 Gibraltar v Council
61989J0309 C-309/89 Cornidou SA v Council
61989J0358 C-358/89 Extramet Industrie SA v Council
61991J0181 C-181/91, C-248/91 Parliament v Council (Re aid to Bangladesh)
61991J0195 Bayer-AG v Commission (Case C-195/91 P)
61991J0316 C-316/91 Parliament v Council (Re European Development Fund)
61992J0037 BEUC v Commission (case T-37/92)
61992J0188 TWD Textilwerke Deggendorf GmbH v Germany (case C-188/92)
61992J0359 Germany v Commission (case C-359/92)
61993A0003 T-3/93 Air France v Commission
61993A0447 T-447-449/93 Associazione Italiana Tecnico Economica del Cemento

(AITEC) v Commission
61993A0465 Consorzio Gruppo di Azione Locale ’Murgia Messapica’ v Commission

(case T-465/93)
61993J0156 Parliament v Commission (case C-156/93)
61994A0115 Opel Austria GmbH v Council (case T-115/94)
61994J0122 Commission v Council (case C-122/94)
61994J0233 Germany v Parliament (case C-233/94)
61994J0268 Portugal v Council (case C-268/94)
61995B0134 T-134/95 Dysan Magnetics Ltd v Commission
61995J0057 C-57/95 France v Commission (Re Pensions Funds Communication)
61995J0241 C-241/95 R v Intervention Board for Acgricultural Produce, ex parte

Accrington Beef Co Ltd
61996B0122 T-122/96 Federolio v Commission
61996J0162 Racke (case C-162/96)
61998A0172 T-172, T-175-177/98 Salamander and ord v European Parliament and

Council
61999A0054 T-54/99 max.mobil v Commission
62000A0147 Laboratoires Servier v Commission (case T-147/00)
62000A0353 Le Pen (Case T-353/00)
62003J0208 Pen (Case C-208/03)
62000A0377 T-377/00, T-379/00, T-380/00, T-260/01 and T-272/01 Philip Morris

International and others v Commission
62000J0050 Union de Pequenos Agricultures (UPA) v Council (case C-50/00)
62001A0033 Infront (case T-33/01)
62001A0033 T-33/01 Infront
62001A0033 T-33/01 P Infront WM AG v Commission
62006J0125 C-125/06 P Infront WM AG v Commission

97



B.3: Article 267

Celex Case
62001A0177 Jego-Quere et Cie v Commission (case T-177/01)
62001B0167 T-167/2001 Schmitz-Gotha Fahrzeugwerke v Commission
62002J0263 Jego-Quere (case C-263/02)
62006J0373 C-373/06 P, C-379/06 P, C-382/06 P Flaherty and others v Commision

B.3 Article 267

(ex Article 234 TEC): Preliminary rulings. References from Chapter 10.

Celex Case
61961J0013 De Geus en Uitdenbogerd v Robert Bosch GmbH (case 13/61)
61962J0028 Da Costa en Schaake NV (cases 28-30/62)
61964J0006 Costa v ENEL (case 6/64)
61973J0146 Rheinmühlen-Düsseldorf (case 146/73)
61975J0043 Defrenne v Sabena (No 2) (case 43/75)
61979J0066 Salumi Srl (cases 66, 127 and 128/79)
61979J0104 Fogilia v Novello (No 1) (case 104/79)
61979J0811 Ariete SpA (case 811/79)
61980J0066 International Chemical Corporation SpA v Amministrazione delle Fi-

nanze dello Stato (case 66/80)
61980J0244 Fogilia v Novello (No 2) (case 244/80)
61980J0246 Broekmeulen (case 246/80)
61981J0102 Nordsee Deutsche Hochseefischerei GmbH (case 102/81)
61981J0283 CILFIT Srl (case 283/81)
61985J0309 Barra (case 309/85)
61986J0024 Blaizot (case 24/86)
61988J0143 Zuckerfabrik Süderdithmarschen AG v Hauptzollamt Itzehoe (cases C-

143/88 and C-92/89)
61988J0262 Barber v Guardian Royal Exchange Assurance Group (case 262/88)
61988J0297 Dzodzi v Belgium (cases C-297/88 and case C-197/89)
61990J0006 Francovich (case C-6 and 9/90)
61991J0083 Meilicke v ADV-ORGA AG (case C-83/91)
61991J0271 Marshall (No 2) (case C-271/91)
61992J0188 TWD Textilwerke GmbH v Germany (case C-188/92)
61993J0392 R v Her Majesty’s Treasury, ex parte British Telecommunications plc

(case C-392/93)
61993O0428 Monin Automobiles - Maison du Deux-Roues (case C-428/93)
61995J0028 Leur Bloem (case C-28/95)
61995J0074 Criminal Proceeedings against X (Cases C-74 and 129/95)
61995J0241 R v Intervention Board for Agriculture, ex parte Accrington Beef Co

Ltd (case C-241/95)
61996J0054 Dorsch Consult (case C-54/96)
61998J0110 Gabalfrisa v AEAT (cases C-110-47/98)
61999J0516 Schmid (case C-516/99)
62000J0017 de Coster (case C-17/00)
62000J0099 Lyckeshog (case C-99/00)
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B.5: Article 296

Celex Case
62000J0318 Bacardi-Martini SAS v Newcastle United Football Company Ltd (case

C-318/00)
62000J0453 Kühne & Heitz NV v Productshap voor Pluimvee en Eiren (case C-

453/00)
62001J0206 Arsenal Football Club v Reed (case C-206/01)
62001J0224 Köbler (case C-224/01)
62003J0053 Synetairismos Farmakopoion Aitolas & Akarnanias v GlaxoSmithKline

plc (case C-53/03)
62003J0461 Gaston Schul v Minister van Landbouw (case C-461/03)
62004J0125 Denuit v Transorient (case C-125/04)
62008J0014 Roda Golf and Beach Resort (case C-14/08)

B.4 Article 107

(ex Article 87 TEC): Restrictions on state aid. References from chapter 31
(except 32.2, 31.5 and 31.6)

Celex Case
61976J0078 Steinike und Weinleg (case 78/76)
61979J0730 Philip Morris Holland BV v Commission (case 730/79)
61985J0067 Kwekerij Gebroeders van der Kooy BV v Commission (cases 67/85,

68/85 and 70/85)
61991J0072 Firma Sloman Neptun Schiffahrts AG v Seebetriebsrat Bodo Ziesmer of

Sloman Neptun Schiffahrts AG (cases C-72/91 and 73/91)
61994J0039 Syndicat Francais de l’Express International (SFEI) v La Poste (case

C-39/94)
61995A0214 Vlaams Geweest v Commission (case T-214/95)
61997J0075 Belgium v Commission (Maribel bis-ter case, case C-75/97)
61997J0256 DMT (case C-256/97)
62000J0053 Ferring SA v Agence centrale des organismes de securite sociale (ACOSS)

(case C-53/00)
62000J0280 Altmark Trans GmBH v Nahlverkehrsgesellschatft Altmark GmBH (case

C-280/00)
62002J0345 Pearle (case C-345/02)
62004A0196 Ryanair v Commission (case T-196/04)

B.5 Article 296

(ex Article 253 TEC): Procedural requirements for adoption of acts. Refer-
ences from 12.6.2.

Note: this article is hardly mentioned in ”EU Law”. Why do so many
cases (815) refer to it? It’s possible that they overlap with art 263 (230
TEC) cases, as art 296 states a procedural requirement, which if unfulfilled
can be a ground for annullment of an act under art 263.
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B.7: Article 258

Celex Case
61962J0024 Germany v Commission (Re Tariff Quotas on Wine) (case 24/62)

B.6 Article 108

(ex Article 88 TEC): State aid (procedural rules) References from 31.2.1 -
31.2.3.

Very few cases (and not much text in the book), therefore we include
cases only mentioned in paranthesis.

Celex Case
61973J0120 Gebrüder Lorenz GmbH v Germany (case 120/73)
61982J0084 Commission v Germany (case 84/82)
61984J0052 Comission v Belgium (case 52/84)
61985J0223 RSV Maschinefabrieken & Scheepswervem NV v Commission (case

223/85)
61985J0259 Commission v France (case 259/85)
61988J0303 Re aid to ENI Lanerossi (case C-303/88)
61989J0005 Commission v Germany (case C-5/89)
61991J0198 William Cook v Commission (case C-198/91)
61993A0244 TWD Textilwerke Deggendorf GmbH v Commission (cases T-244 and

486/93)
61993A0459 Siemens SA v Commission (case T-459/93)
61993J0349 Commission v Italy (case C-349/93)
61998J0099 Austria v Commission (case C-99/98)
61999J0261 Commission v France (case C-261/99)
62000J0036 Spain v Comission (case C-36/00)
62003J0346 Atzeni (joined cases C-346/03 and 529/03)
62006J0177 Commission v Spain (case C-177/06)

B.7 Article 258

(Ex Article 226 TEC). References from 11.1 - 11.6

Celex Case
61961J0007 Commission v Italy Re Ban on Pork Imports (Case 7/61)
61963J0090 Commission v Luxembourg and Belgium re Import of Powdered Milk

Products (cases 90/63 and 91/63)
61965J0048 Alfons Lütticke GmbH v Commission (cases 48/65)
61969J0031 Commission v Italy Re payment of export Rebates (case 31/69)
61973J0167 Commission v France Re French Merchant Seamen (case 167/73)
61978J0128 Commission v United Kingdom (Re Tachographs) (case 128/78)
61980J0142 Amministrazione della Finanze dello Stato v Essevi SpA (cases 142/80

and 143/80)
61981J0028 Commission v Italy (case 28/81)
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B.9: Article 34

Celex Case
61984J0029 Commission v Germany re Nursing Directives (case 29/84)
61984J0101 Commission v Italy re transport statistics (Case 101/84)
61985J0085 Commission v Belgium (case 85/85)
61985J0168 Commission v Italy (case 168/85)
61985J0293 Commission v Belgium Re university fees (case 293/85)
61986J0296 McNicholl v Ministry of Agriculture (case 296/86)
61995J0191 Commission v Germany (case C-191/95)
61995J0265 Commission v France (case C-265/95)
61999J0230 Commission v France (case C-230/99)
62000J0129 Commission v Italy (case C-129/00)
62002J0058 Commission v Spain (case C-58/02)
62002J0441 Commission v Ireland (case C-441/02)
62005J0110 Commission v Italy motorbike trailers (case C-110/05)

B.8 Article 45

(ex Article 39 TEC): Freedom of movement for workers. References from
chapter 22 (particularly 22.3.1, but all references that deal with freedom of
movement for workers (as opposed to establishment or services))

Celex Case
61969J0015 Ugliola (case 15/69)
61973J0152 Sotgiu v Deutsche Bundespost (case 152/73)
61979J0149 Commission v Belgium (case 149/79)
61984J0307 COmmission v France (French nurses) (case 307/84)
61985J0066 Lawrie-Blum v Land Baden-Würtenberg (case 66/85)
61987J0379 Groener v Minister for education (case 379/87)
61991J0004 Bleis v Ministère de l’Education Nationale (case C-4/91)
61992J0272 Spotti v Freistaat Bayern (case C-272/92)
61993J0415 Bosman (case C-415/93)
61994J0237 O’Flynn v Adjudication Officer (case C-237/94)
61996J0015 Schöning-Kougebetopoulou v Freue und Hansestadt Hamburg (case C-

15/96)
61998J0190 Volker Graf v Filzmoser Maschinenbau (case C-190/98)
61998J0281 Angonese v Cassa di Risparmo di Bolzano SpA (C-281/98)
62002J0400 Merida (case C-400/02)
62005J0212 Hartmann v Freistaat Bayern (case C-212/05)

B.9 Article 34

(ex Article 34 TFEU): Quantitative restrictions on import. References from
ch 19.3 - 19.6

Celex Case
61961J0007 Commission v Italy Re Ban on Pork Imports (Case 7/61)
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B.10: Article 34

Celex Case
61968J0013 Salgoil SpA v Italian Ministry for Foreign Trade (case 13/68)
61971J0051 International Fruit Co NV v Produktschap voor Groenten en Fruit (cases

51/71 - 54/71)
61973J0002 Riseria Luigi Geddo v Ente Nazionale Risi (case 2/73)
61974J0008 Procurer du Roi v Dassonville (case 8/74)
61975J0065 Tasca (case 65/75)
61977J0082 van Tiggele (case 82/77)
61978J0120 Rewe-Zentral AG v Bundesmonopolverwaltung für Branntwein (Cassis

de Dijon) (case 120/78)
61979J0034 R v Henn (case 34/79)
61979J0788 Gilli (Italian cider vinegar case) (case 788/79)
61981J0249 Commission v Ireland (’Buy Irish’ campaign) (case 249/81)
61981J0261 Walter Rau Lebensmittelwerke v De Smedt PVBA (case 261/81)
61983J0207 Comiision v UK (origin marking of retail Goods) (case 207/83)
61984J0021 Franking Machine (case 21/84)
61988J0145 Torfaen Borough Council v B & Q plc (case 145/88)
61989J0023 Quietlynn Ltd v Southend Borough Council (case C-23/89)
61991J0003 Exportur SA v LOR SA et Confiserie du Tech (case C-3/91)
61991J0267 Keck and Mithouard (case C-267/91 and C-268/91)
61993J0412 Leclerc-Siplec (Case C-412/93)
61994J0140 DIP SpA (cases C-140/94 - C-142/94)
61994J0231 Pistre (joined cases C-231/94 - 234/94)
61995J0034 Konsumentombudsmannen v De Agostini (C-34/95 - C-36/95)
61995J0265 Commission v France (Angry Farmers) (case C-265/95)
61995J0368 Verinigte Familiapres Zeitungsverkags- und Vertriebs GmbH v Heinrich

Bauer Verlag (case C-368/95)
61997J0067 Ditlev Blume (case C-67/97)
61997J0412 ED Srl v Fenocchio (case C-412/97)
61998J0044 BASF AG v Präsident des Deutschen Patentamts (case C-44/98)
61998J0190 Volker Graf (caes C-190/98)
61998J0254 Schutzverband gegen unlauteren Wettbewerb v TK-Heimdienst Sass

GmbH (Case C-254/98)
61998J0405 Gourmet International Products (case C-405/98)
62000J0112 Schmidberger (case C-112/00)
62000J0325 Commission v Germany (Quality Labels) (case C-325/00)
62000J0416 Morellato (case C-416/00)
62001J0322 Deutscher Apothekerverband eV v 0800 DocMorris (case C-322/01)
62002J0071 Karner (case C-71/02)
62003J0470 AGM-COS MET (case C-470/03)
62004J0158 Alfa- Vita Vassilopolous and Carrefour-Marinopoulos (cases C-158/04,

C-159/04 and C-82/05)
62004J0170 Rosengren (case C-170/04)
62004J0366 Schwarz (case C-366/04)
62006J0244 Dynamic Medien (case C-244/06)
62007J0141 Hospital Pharmaceutical Supply case (Commission v Germany (case C-

141/07)
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B.10 Article 288

(ex Article 249 TEC): Adoption of secondary law. Cases deal primarily
with direct effect and indirect effect. References from chapter 5 except 5.2.3
(which deals with the founding treaties) 5.2.8 (which deal with international
agreements).

Celex Case
61970J0009 Grad v Finanzamt Traunstein (case 9/70)
61974J0041 Van Duyn v Home Office (Case 41/74)
61976J0051 Verbond van Nederlandse Onderemingen (VNO) v Inspecteur der Invo-

errechten en Accijnzen (case 51/76)
61978J0148 Pubblico Ministerio v Ratti (case 148/78)
61981J0008 Becker v Finanzamt Munster-Innenstadt (case 8/81)
61983J0014 von Colson v Land Nordrhein-Westfalen (case 14/83)
61983J0079 Harz v Deutsch Tradax GmbH (case 79/83)
61984J0152 Marschall v Southampton & South West Hampshire Area Health Au-

thority (Teaching) Case (152/84)
61988J0103 Fratelli Costanzo SPA v Commune di Milano (Case 103/88)
61988J0322 Grimaldi v FOnds des Maladies PRofessionelles (case C-322/88)
61989J0106 Marleasing SA v La Comercial Internacional de Alimentacion SA (case

C-106/89)
61989J0188 Foster v British Gas plc (case C-188/89)
61990J0087 Verholen (cases C-87/90 to C-89/90)
61991J0271 Marschall (No 2) case (C-271/91)
61992J0091 Dori v Recreb Srl (case C-91/92)
61992J0091 Dori v Recreb Srl (case C-91/92)
61992J0236 COmitato di Coordinamento per la Difesa della Cava v Regione Lom-

bardia (case C-236/92)
61992J0334 Wagner Miret v Fondo de Garantira Salaria (case C-334/92)
61994J0192 El Corte Inglés SA v Riviero (case C-192/94)
61994J0194 CIA Security International SA v Signalsson SA (case C-194/94)
61995J0066 R v Secretary of Stat for Social Security, ex parte Sutton (case C-66/95)
61995J0168 Arcaro (case C-168/95)
61996J0129 Inter-Environment Wallonie ASBL v Region Wallonie (cas C-129/96)
61997J0226 Lemmens (case C-226/97)
61998J0240 Oceano Grupo Editorial v Rocio Murciano Quintero (case C-240/98)
61998J0443 Unilever Italia SpA v Central Food SpA (case C-443/98)
61999J0441 Riksskatteverket v Soghra Gharehveran (case C-441/99)
62000J0253 Antonio Munoz Cia SA v Frumar Ltd (case C-253/00)
62002J0201 Wells v SoS for Transport, Local Government and the Regions (Case

C-201/02)
62002J0387 Berlusconi and otheres (joined cases C-387/02, C-391/02 and C-403/02)
62004J0144 Mangold (C-144/04)
62006J0080 Ecorad (case C-80/06)
62006J0404 Quelle AG v Bundesverband der Verbraucherzentralen und Ver-

braucherverbände (case C-404/06)
62007J0152 Arcor (case C-152/07 - 154/07)
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Malmgren, Staffan: Lagen.nu - Öppen rättsinformation, in: Lov & Data 97
(2009), pp. 24–30.

Malmgren, Staffan: Legal Information Systems and the Semantic Web, in:
Stanley Greenstein (ed.): Vem reglerar informationssamhället, 2011.

Manning, Christopher D., Prabhakar Raghavan, and Hinrich Schüze: Intro-
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